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From the Editor

In this issue
– SIGLOG’s Chair shares some exciting news about SIGLOG.
– We have four technical columns.
- In the Automata column edited by Mikołaj Bojańczyk, Sylvain Schmitz surveys
the latest developments regarding the complexity of reachability in vector addition
systems.
- Michael Elberfeld reports on refinements of Courcelle’s Theorem in Neil Immerman’s column on Complexity.
- Matteo Maffei’s Security and Privacy column features an article on differential
privacy and programming languages by Gilles Barthe, Marco Gaboardi, Justin
Hsu and Benjamin Pierce.
- And, Michael Mislove’s column on Semantics introduces us to nominal techniques
with a tutorial by Andy Pitts.
– For the first time, SIGLOG News features the Conference Report section. Many
thanks to Jorge A. Pérez for taking on the job of editing it!
– Numerous announcements and calls can be found in the Announcements section.
SIGLOG News is still looking for a volunteer to coordinate a section on book reviews.
Please email editor@siglog.org if you are interested.
Happy New Year!
Andrzej Murawski
University of Warwick
SIGLOG News Editor
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Chair’s Letter

The season of holidays and rushing to meet the major conference deadlines is upon us.
Best wishes to everyone on both counts. The big news for SIGLOG is the establishment
of a prize for research in logic and computation. This award is named in honor of
Alonzo Church and has just been approved by ACM. It will be jointly administered by
SIGLOG, EATCS, EACSL and the Kurt Gödel Society. An announcement of the awards
committee and deadlines can be found in the Announcements section of this issue.
I would like to thank our partner organizations, Moshe Vardi who will chair the
first awards committee and ACM staff for help at various stages of the approval process. Most of all, I would like to thank the Church family and especially Mrs. Mildred
Church Dandridge for permission to use the name.
The other news is that there will be an election for the officers and executive committee of SIGLOG in the coming year. An official announcement will be sent to all
SIGLOG members some time in the new year.

Prakash Panangaden
McGill University
ACM SIGLOG Chair
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AUT

AUTOMATA C OLUMN
MIKOŁAJ BOJAŃCZYK, University of Warsaw
bojan@mimuw.edu.pl

In this column, Sylvain Schmitz summarizes two recent advances on the complexity of the reachability problem for vector addition systems with states. This is one of
the most celebrated decidable problems in theoretical computer science, and until now,
there was absolutely no upper bound on the complexity. It was only known that the
algorithms run in finite time. The first advance described in this column, by Leroux
and Schmitz, is a computable upper bound on the running time of the (original) algorithm for the problem. Admittedly, the upper bound puts the Ackermann function to
shame – read the great column to see what it is — but it’s an upper bound. The second
advance, by Blondin, Finkel, Göller, Haase and McKenzie, is finding the exact complexity, namely PSPACE complete, of the two dimensional case, something that has also
been open for several decades.
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The Complexity of Reachability in Vector Addition Systems
SYLVAIN SCHMITZ,
LSV, ENS Cachan & CNRS & INRIA, Université Paris-Saclay

The program of the 30th Symposium on Logic in Computer Science held in 2015 in Kyoto included two contributions on the computational complexity of the reachability problem for vector addition systems: Blondin,
Finkel, Göller, Haase, and McKenzie [2015] attacked the problem by providing the first tight complexity
bounds in the case of dimension 2 systems with states, while Leroux and Schmitz [2015] proved the first
complexity upper bound in the general case. The purpose of this column is to present the main ideas behind
these two results, and more generally survey the current state of affairs.

1. INTRODUCTION

Vector addition systems with states (VASS), or equivalently Petri nets, find a wide
range of applications in the modelling of concurrent, chemical, biological, or business
processes. Maybe more importantly for this column, their algorithmics, and in particular the decidability of their reachability problem [Mayr 1981; Kosaraju 1982; Lambert
1992; Leroux 2011], is the cornerstone of many decidability results in logic, automata,
verification, etc.—see Section 5 for a few examples.
In spite of its importance, fairly little is known about the computational complexity
of the reachability problem. Regarding the general case, the inclusive surveys on the
complexity of decision problems on VASS by Esparza and Nielsen [1994] and Esparza
[1998] could only point to the EXPSPACE lower bound of Lipton [1976] and to the fact
that the running time of the known algorithms is not primitive recursive: no complexity upper bound was known, besides decidability first proven in 1981 by Mayr. When
turning to restricted versions of the problem, the 2-dimensional case was only known
to be in 2-EXP [Howell, Rosier, Huynh, and Yen 1986] and NP-hard [Rosier and Yen
1986].
This state of affairs has very recently improved with two articles:
— Leroux and Schmitz [2015] have shown that reachability has a ‘cubic Ackermann’
upper bound, i.e. is in F!3 , by analysing the complexity of the classical algorithm
developed and refined by Mayr [1981], Kosaraju [1982], and Lambert [1992]. Here,
F!3 is a non primitive-recursive complexity class, but among the lower multiplyrecursive ones. The main ingredients for this analysis are the fast-growing complexity bounds for termination proofs by well-quasi-orders and ordinal ranking functions from [Figueira et al. 2011; Schmitz 2014].
— Blondin, Finkel, Göller, Haase, and McKenzie [2015] have shown that reachability
in 2-dimensional VASS is PSPACE-complete by a careful analysis of the complexity
of the ‘flattenings’ of Leroux and Sutre [2004] for the upper bound, and by applying
recent results on bounded one-counter automata by Fearnley and Jurdziński [2015]
for the lower bound.
Organisation of the Column. The main focus of the column is the complexity of the algorithm of Mayr [1981], Kosaraju [1982], and Lambert [1992]. Section 3 presents it in
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t1 : (1, 1, 1)
t4 : (0, 1, 0)
t3 : (1, 0, 0)
q0

q1

t5 : (0, 0, 0)
t2 : ( 1, 0, 1)

Fig. 1: A 3-dimensional VASS.
an informal manner on an example before explaining the main points of its complexity
analysis following Leroux and Schmitz [2015].
This cubic Ackermann upper bound leaves a considerable gap with the EXPSPACE
lower bound of Lipton [1976]. Rather than attacking this complexity gap directly,
it makes sense to try to obtain tight complexity bounds on restrictions of the general reachability problem, and we shall see one such restriction in Section 4: the 2dimensional case and its tight PSPACE-completeness proven by Blondin et al. [2015].
The last two sections of the column are more in the spirit of a survey. To better
emphasise the importance of the reachability problem, Section 5 provides a glimpse of
the many problems known to be interreducible with reachability in VASS. Section 6
finally presents a small selection of VASS extensions and what is known about their
reachability problems, pointing to several open problems.
2. VECTOR ADDITION SYSTEMS WITH STATES

For the needs of the automata column, it is natural to first present vector addition
systems with states (VASS) [Hopcroft and Pansiot 1979], which are essentially finitestate transition systems with d-dimensional vectors of weights in Zd attached to their
transitions. Formally, a VASS is a tuple V = hQ, d, T i where Q is a finite set of ‘control’
states, d in N is a non-negative dimension, and T ✓ Q ⇥ Zd ⇥ Q is a finite set of
transitions.
Semantics and Runs. The operational semantics of such a system is captured by an
def
infinite transition system SV over the set of configurations Confs V =
Q ⇥ Nd , with a
t
0
0
step (q, u) !V (q , u + a) defined whenever t = (q, a, q ) belongs to T ; note that u + a
must belong to Nd for such a step to be possible. A run from a configuration c0 to a
t`
t1
t2
configuration c` is a finite sequence of steps c0 !
V c1 !V c2 · · · c` 1 !V c` , which
t ···t`
⇤
can also be written c0 1 !
V c` . Finally, let us write c0 !V c` if there exists a finite
⇤
sequence of transitions 2 T such that c0 !V c` .
Reachability. The reachability problem refers to reachability in the infinite system SV :
input: a VASS V and two configurations c and c0 in Confs V ,
question: can c reach c0 , i.e. does c !⇤V c0 ?

This problem was famously shown to be decidable by Mayr [1981], Kosaraju [1982],
Lambert [1992], and Leroux [2011] (see Section 3 for more details):
T HEOREM 2.1 (D ECIDABILITY T HEOREM). Reachability in VASS is decidable.
def
Example 2.2. Consider for instance the 3-dimensional VASS of Figure 1 with Q =
def
{q0 , q1 } and T = {t1 , t2 , t3 , t4 , t5 }. One can check that (q0 , 1, 0, 1) reaches (q1 , 2, 2, 1), for
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p2
t1
p1

t4
p3

Q q

t2

t5

q

t3

Fig. 2: A Petri net equivalent to the VASS of Figure 1.
instance by the run
t

t

t

t

t

1
2
1
2
3
(q0 , 1, 0, 1) !
(q0 , 2, 1, 0) !
(q0 , 1, 1, 1) !
(q0 , 2, 2, 0) !
(q0 , 1, 2, 1) !
(q1 , 2, 2, 1) . (1)

This is just one example of a run witnessing reachability; observe that any sequence
of transitions in {t1 t2 , t2 t1 }n+2 t3 tn4 for n 0 would similarly do.

Binary Encoding. Regarding complexity, one typically assumes a binary encoding
def
of the integers of a VASS and of the source and target configurations: let kak =
def
d
max1id |a(i)| denote the infinity norm of a vector a in Z ; then kT k = max(q,a,q0 )2T kak
can be exponential in the size of a VASS V = hQ, d, T i. The choice of a binary rather
than a unary encoding has no impact in the general case—because there is a LOGSPACE
reduction to the case where T ✓ Q ⇥ { 1, 0, 1}d ⇥ Q (at the expense of increasing the
dimension) and c = (q, 0) and c0 = (q 0 , 0) for some states q, q 0 —, but will be important
in Section 4 for the 2-dimensional case.
2.1. Closely Related Models

Historically, VASS do not seem to have been studied before the works of Greibach
[1978, see Section 5.1] and Hopcroft and Pansiot [1979]. Nevertheless, equivalent models had been investigated before, in particular the Petri nets of Petri [1962] and vector
addition systems (VAS) of Karp and Miller [1969]. The absence of explicit control states
makes these two classes of models rather convenient for the modelling of concurrent
or distributed systems.
2.1.1. Petri Nets. A Petri net is a tuple N = hP, T, W i where P is a finite set of places,
T is a finite set of transitions, and W : (P ⇥ T ) [ (T ⇥ P ) ! N is a (weighted) flow
function. It defines a transition system with configurations in NP —i.e. multisets of
t
places, also called markings—and steps m ! m0 whenever m(p) W (p, t) and m0 (p) =
m(p) W (p, t) + W (t, p) for all p in P . A Petri net can be encoded as an equivalent
|P |-dimensional VASS with |T | + 1 states, and conversely a d-dimensional VASS can be
encoded as an equivalent Petri net with d + 2 places (see Figure 2 for the result of this
construction on the VASS of Figure 1, where places are depicted as circles, transitions
as rectangles, and flows as arrows)—‘equivalence’ here should be understood as far as
the decision problems like reachability are concerned.
2.1.2. Vector Addition Systems. A VAS is a pair hd, Ai where A is a finite subset of actions in Zd [Karp and Miller 1969]. It defines a transition system with configurations
u in Nd and steps u ! u + a for a in A, again implicitly checking that u + a
0.
ACM SIGLOG News
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t1 : (1, 1, 1)
t4 : (0, 1, 0)
t3 : (1, 0, 0)
q0 , 1, 0, 1

q0 , !, !, !

q1 , !, !, !

q1 , 2, 2, 1

t5 : (0, 0, 0)
t2 : ( 1, 0, 1)

Fig. 3: The initial marked witness graph sequence ⇠0 = M0 .
Put differently, a VAS can be seen as a VASS with a singleton state set. Conversely,
the finite control of a d-dimensional VASS can be encoded in an equivalent VAS by
increasing the system’s dimension to d + 3 [Hopcroft and Pansiot 1979, Lemma 2.1].
3. DECIDING REACHABILITY

Considered as one of the great achievements of theoretical computer science, the seminal 1981 decidability proof for the reachability problem by Mayr [1981] is the culmination of more than a decade of research into the topic, and builds notably on an
incomplete proof by Sacerdote and Tenney [1977]. This proof has been simplified two
times since: one year later by Kosaraju [1982], and another ten years later by Lambert [1992]. At the heart of these three proofs lies a decomposition technique, which
is called the Kosaraju-Lambert-Mayr-Sacerdote-Tenney (KLMST) decomposition. In a
nutshell, the KLMST decomposition defines both
— a structure (resp. regular constraint graphs for Mayr, generalised VASS for
Kosaraju, and marked graph-transition sequences for Lambert) and
— a condition for this structure to represent in some way the set of all runs witnessing
reachability (resp. consistent marking, the ✓ condition, and the perfect condition).
The algorithms advanced by Mayr, Kosaraju, and Lambert compute this decomposition by successive refinements of the structure until the condition is fulfilled, by which
time the existence of a run becomes trivial.
The KLMST decomposition has also been employed by Leroux [2010] to derive a
new, very simple algorithm for reachability based on Presburger inductive invariants.
Leroux [2011] then re-proved the correctness of this new algorithm without referring
to the KLMST decomposition, yielding an independent, compact self-contained decidability proof for VASS reachability.
In the following we will however focus on the ‘classical’ decomposition algorithm,
and present the following result from [Leroux and Schmitz 2015]:
T HEOREM 3.1 (U PPER B OUND T HEOREM). Reachability in VASS is in F!3 .
We will see in Section 3.2 what is F!3 . But let us first have a look at the KLMST
decomposition algorithm.
3.1. An Example of a KLMST Decomposition

The reader is referred to the original article, and to the excellent accounts by Müller
[1985] and Reutenauer [1990] for examples and details on the KLMST decomposition
as defined by Kosaraju [1982]. Here we shall keep the description at an informal level,
and see how the decomposition algorithm works in the case of Example 2.2 without
entering its details.
3.1.1. Marked Witness Graph Sequences. Let us first complete N with a top element !

def
and write N! =
N ] {!} for the result; also let ! + z = z + ! = ! for all z in Z.
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A witness graph is a finite strongly connected directed graph G = (S, E) with vertices
S ✓ Q ⇥ Nd! , and labelled edges E ✓ S ⇥ T ⇥ S, such that the edge labels from T
are consistent with the vertices from S. This means that, if (s, t, s0 ) is an edge in E
with transition t = (q, a, q 0 ) from T as label, then s = (q, u) for some u in Nd! and
s0 = (q 0 , u + a). Note that these conditions together imply that all the vertices in the
graph share the same set I ✓ {1, . . . , d} of !-components.
A marked witness graph M = (G, cin , sin , cout , sout ) is further endowed with distinguished input and output vertices sin and sout from S, along with input and output
constraints cin and cout taken from Q ⇥ Nd! , such that for all 1  i  d, sin (i) 6= ! implies
cin (i) = sin (i), and similarly for the output vertex and constraint. In other words, sin
and cin agree on their finite components. This entails that I in the set of !-components
of cin is a subset of I the set of !-components of sin , and similarly I out ✓ I.
Finally, a marked witness graph sequence ⇠ is a sequence
⇠ = M0 , t1 , M1 , . . . , tk , Mk

(2)

that alternates between marked witness graphs M0 , . . . , Mk and transitions t1 , . . . , tk
in out out
0
taken from T . Let us write Mj = (Gj , cin
j , sj , cj , sj ) and tj = (qj , aj , qj ) for all j. It is
in
0
0
also required that, for all 1  j  k, cout
j 1 = (qj , uj ) for some uj and cj = (qj , uj ) for
0
in
out
some uj . In such a sequence, c0 is the source and ck is the target.
Figure 3 displays a marked witness graph for the VASS of Example 2.2, with input
constraint (q0 , 1, 0, 1) on the input vertex (q0 , !, !, !) and output constraint (q1 , 2, 2, 1)
on the output vertex (q1 , !, !, !).
3.1.2. The Decomposition Algorithm. The KLMST decomposition algorithm builds a sequence ⌅0 , ⌅1 , ⌅2 , . . . of finite sets of marked witness graph sequences. At step n, it
checks whether all the sequences ⇠ in ⌅n are perfect (in the sense of Lambert [1992],
or equivalently fulfil the ✓-condition of Kosaraju [1982]) and stops if this is the case;
then either ⌅n is empty and the algorithm answers ‘not reachable’, or ⌅n is not empty
and the algorithm answers ‘reachable’.
If however some sequence ⇠ from ⌅n is not perfect, then it is decomposed into a finite
set of marked witness graph sequences dec(⇠)—which is possibly empty. Then we let
def
⌅n+1 =
(⌅ \ {⇠}) [ dec(⇠)

(3)

and the algorithm proceeds to the next step.
The perfectness condition comprises two sub-conditions, along with the corresponding ways of decomposing marked witness graph sequences when the sub-conditions are
violated. We are going to illustrate these two sub-conditions in the upcoming §3.1.3 and
§3.1.4, in the case of Example 2.2, and starting from ⌅0 = {⇠0 }.

3.1.3. Flow Constraints. Consider a path from the source to the target in the graph of
Figure 3: denoting by zj the number of times transition tj is used along this path for
j 2 {1, . . . , 5}, we can see that

z3 = z5 + 1 .

(4)

Consider now a run in the VASS of Figure 1, which follows a path in the marked
witness graph of Figure 3 from (q0 , 1, 0, 1) to (q1 , 2, 2, 1), i.e. with overall effect (1, 2, 0).
Then, considering the effect of these transitions for each coordinate i in {1, 2, 3},
z1 + z3 = z2 + 1 ,
z1 = z4 + 2 ,
z1 = z2 .
ACM SIGLOG News
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t1 : (1, 1, 1)
q0 , 1, 0, 1

q0 , !, !, !

t4 : (0, 1, 0)
q0 , !, !, !

t3 : (1, 0, 0)

q1 , !, !, !

q1 , !, !, !

q1 , 2, 2, 1

t2 : ( 1, 0, 1)

Fig. 4: The next marked witness graph sequence ⇠1 = M00 , t3 , M10 .
q0 , 2, !, 0
t2 : ( 1, 0, 1)
q0 , 1, 0, 1

q0 , 1, !, 1

t2 : ( 1, 0, 1)

t4 : (0, 1, 0)

t1 : (1, 1, 1)
q0 , 1, !, 1

t3 : (1, 0, 0)

q1 , 2, !, 1

q1 , 2, !, 1

q1 , 2, 2, 1

t1 : (1, 1, 1)

q0 , 0, !, 2

Fig. 5: The final marked witness graph sequence ⇠2 = M000 , t3 , M100 .
The system of equations (4–5) requires z3 = 1 and z5 = 0; z1 , z2 and z4 are on the other
hand unbounded.
This shows that the marked witness graph sequence ⇠0 of Figure 3 is too permissive,
allowing to follow paths that do not bring the source of the sequence to its target. We
therefore decompose it, using the fact that t3 must be employed exactly once and that
t5 is never employed: dec(⇠0 ) = {⇠1 } where the new sequence ⇠1 is depicted in Figure 4;
it contains two marked witness graphs M00 and M10 connected by a transition t3 .
3.1.4. Pumpability. A marked witness graph M is forward pumpable if there exist runs
in the VASS following paths of M and starting from the input vertex which, when applied to the input constraint, allow to ‘pump’ arbitrarily high values in the (necessarily
common) components labelled ! in the vertices of the graph.
On the one hand, M00 in Figure 4 is not forward pumpable: any run of the VASS of
Figure 1 starting from (q0 , 1, 0, 1) and using only t1 and t2 can indeed reach arbitrarily
high values on the second component, but the first and third components are bounded.
On the other hand, M10 is forward pumpable, but not backward pumpable: starting
from (q1 , 2, 2, 1) and applying t4 in reverse allows to reach arbitrarily high values on
the second component, but the first and third components are again bounded.
Again, the decomposition algorithm will observe that the current marked witness
graph sequence over-approximates the possible behaviours of the VASS, and refine M00
and M10 using their bounded components; the values of these bounds can be computed
in practice using the coverability tree construction of Karp and Miller [1969]. Propagating the flow constraints, we obtain the final marked witness sequence depicted
in Figure 5. This sequence is perfect, and captures in some sense1 all the runs from
(q0 , 1, 0, 1) to (q1 , 2, 2, 1) in the VASS of Example 2.2.

1 It

represents exactly the downward closure of the set of runs from (q0 , 1, 0, 1) to (q1 , 2, 2, 1); see the Decomposition Theorem of Leroux and Schmitz [2015], which might also help the reader build an intuition about
marked witness graph sequences and the KLMST decomposition algorithm.
ACM SIGLOG News
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3.1.5. Termination. The termination of the KLMST decomposition algorithm relies on
a ranking function r mapping marked witness graph sequences to elements of a wellorder, and ensuring r(⇠) > r(⇠ 0 ) whenever ⇠ 0 belongs to dec(⇠) [Kosaraju 1982]. More
precisely, the ranking function r associates to ⇠ a multiset of triples of natural numbers,
one triple for each marked witness graph in the sequence. These triples consist of
(1) |I|, the number of !-components of the marked witness graph, (2) |E|, the number
of transitions of the marked witness graph, and (3) |I in | + |I out |, the number of !components in the input and output constraints. This results for the sequences ⇠0 , ⇠1 ,
and ⇠2 of our example in the multisets

r(⇠0 ) = {(3, 5, 0)} ,

r(⇠1 ) = {(3, 2, 3), (3, 1, 3)} ,

(6)

r(⇠2 ) = {(1, 4, 1), (1, 1, 1)} .

Let us consider the lexicographic ordering over N3 ; finite multisets of triples in N3 are
then well-ordered using the ordering of Dershowitz and Manna [1979].
Observe that we can see the KLMST algorithm as building in general a forest of
marked witness graph sequences, with the elements of ⌅0 as its finitely many roots,
and where each imperfect marked witness graph sequence ⇠ is the parent of the sequences in dec(⇠). The ranking function r then shows that the trees in this forest are
of finite height; since dec(⇠) is finite for all ⇠, they are also of finite branching degree,
hence the trees are finite by Kőnig’s Lemma and the algorithm terminates.
3.2. Fast-Growing Upper Bounds

Hopefully, the reader has now some vague intuition about the KLMST decomposition
algorithm. The key point for complexity considerations is the termination argument
by a ranking function explained in §3.1.5: we know that any sequence ⇠0 , ⇠1 , ⇠2 , . . . of
marked witness graph sequences with ⇠n+1 2 dec(⇠n ) is finite since

(7)

r(⇠0 ) > r(⇠1 ) > r(⇠2 ) > · · ·

is a decreasing sequence in the well-order of multisets of triples of naturals. In order to
bound the complexity of the KLMST decomposition algorithm, we are going to bound
the length L of such sequences. We shall relate this length with the order type of the
ranking function.
3.2.1. Order Types. Recall that an ordinal ↵ < "0 (these are rather small, computable,
countable ordinals) can be written uniquely in Cantor normal form (CNF) as an ordinal
term

↵ = ! ↵1 + · · · + ! ↵n

(8)

↵ = ! ↵1 · c 1 + · · · + ! ↵n · c n

(9)

where the !-exponents ↵ > ↵1
···
↵n are written themselves in CNF; the case
where n = 0 then corresponds to the ordinal 0. Equivalently, when gathering summands with the same !-exponent ↵i , this can be written as
with ↵ > ↵1 > · · · > ↵n and finite coefficients 0 < ci < !.
One can compare two ordinals ↵ = ! ↵1 +· · ·+! ↵n and = ! 1 +· · ·+! m syntactically
based on their CNFs (8): ↵ < if and only if there exists k  m such that ↵j = j for
all 1  j < k with j  n, and n < k or ↵k < k .
3
The order type of multisets of triples of natural numbers is ! ! [Dershowitz and
Manna 1979], and we can equivalently see the ranking function r of §3.1.5 as ranging
3
over ordinals below ! ! : the ranks in (7) then become
r(⇠0 ) = ! !

2

·3+!·5
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2
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,

r(⇠2 ) = ! !

2

+!·4+1

+ !!

2
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.
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3.2.2. Controlled Sequences and Length Function Theorems. Although sequences like (7)
are always finite, they can be of arbitrary length in general. For instance, the sequences

!>n>n

(11)

2 > ··· > 0

1>n

are decreasing for all n, and have length n + 2.
Thankfully, the sequences of ranks built by the KLMST decomposition algorithm
are not arbitrary. The ordinal terms appearing in (7) during the course of the KLMST
decomposition algorithm are indeed controlled, meaning that ‘jumps’ to arbitrary high
coefficients as in (11) cannot occur. More formally, let us define a norm on ordinals
below "0 as the maximal coefficient appearing in their CNF (9): given ↵ = ! ↵1 · c1 +
def
· · · + !n↵ · cn with ↵ > ↵1 > · · · > ↵n , N ↵ =
max1jn (cj , N ↵j ). For instance, N r(⇠0 ) = 5,
N r(⇠1 ) = 3, and N r(⇠2 ) = 4 in (10). Let now g: N ! N be a strictly increasing function
and n be a natural in N. A sequence ↵0 , ↵1 , . . . of ordinals below "0 is (g, n)-controlled
if N ↵j  g j (n) the jth iterate of g. This means in particular that N ↵0  n, while g
bounds the amortised growth of the norm at each step.
The interest of (g, n)-controlled descending sequences of ordinals below some ↵ is
that they have a bounded length, which we shall see as a function g↵ (n) of the initial
norm n. When n N ↵, the length function theorem in [Schmitz 2014] shows that g↵ is
exactly the ↵th function in the Cichoń hierarchy [Cichoń and Tahhan Bittar 1998]—a
consequence of general results on ordinal-recursive functions [e.g. Buchholz, Cichoń,
and Weiermann 1994]. This provides a transfinite inductive definition of the function g↵ :
g0 (n) = 0 ,

g↵+1 (n) = 1 + g↵ (g(n)) ,

g (n) = g

(n) (n)

,

(12)

where, for a limit ordinal , (n) is the nth element of its fundamental sequence, also
defined by transfinite induction:
( +!

+1

def
)(n) =

0

def
( + ! )(n) =

+ ! · (n + 1) ,
3

3

+!

(n)

.

(13)

2

For instance, !(n) = n + 1 and ! ! (n) = ! ! (n) = ! ! ·(n+1) ; gk (n) = k for all k, n 2
N and g, g! (n) = gn+1 (n) = n + 1, g!+1 (n) = 1 + g! (g(n)) = 2 + g(n). With higher
def
ordinal indices, these functions grow very fast: using H(n) =
n + 1 as control function,
n+1
H!2 (n) = H!·(n+1) (n) = (2
1)(n + 1), H!3 is a non-elementary function akin to a
tower of exponentials of height n, and H!! is a non-primitive-recursive function akin
to the Ackermann function.
Going back to our main purpose, if we provide an initial norm n
3 and a control
function g for sequences like (7), we will obtain an
L = g!!3 (n)

(14)

bound on their lengths. Regarding the initial norm, the maximum of the sizes of the
initial sequences in ⌅0 will do, and is bounded by the size of the reachability instance.
For the control function, it suffices to bound the size of the marked witness graph
sequences in dec(⇠) compared to that of ⇠; in the case of the flow conditions of §3.1.3,
the blow-up is at most exponential, but in the case of the pumping conditions of §3.1.4,
the blow-up is Ackermannian—i.e. in F! in the extended Grzegorczyk hierarchy of Löb
and Wainer [1970]—due to the use of coverability trees [Figueira et al. 2011]. Overall,
an Ackermannian control function g fits.
The bound in (14) also provides a bound g L (n), i.e. of L iterations of the function g,
on the size of the marked witness graph sequences constructed by the KLMST decomdef
position algorithm. Defining g ↵ (n) =
g g↵ (n) (n), we find a related hierarchy of functions
called the Hardy hierarchy, which allows by Savitch’s Theorem to bound the space
ACM SIGLOG News
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S
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k F! k

= MULTIPLY-RECURSIVE

F! !
kFk = PRIMITIVE-RECURSIVE

F3 = TOWER

F! F!2

F!3

ELEMENTARY

Fig. 6: Pinpointing F!3 among the complexity classes beyond ELEMENTARY.
required by the KLMST decomposition algorithm by a polynomial in
!3

g L (n) = g ! (n) .

(15)

3.2.3. Complexity Classes. The announced F!3 upper bound on the complexity of the
reachability problem is then just a matter of finding a suitable complexity class. We
shall use the fast-growing complexity classes from [Schmitz 2015], defined for ↵ 3 by
[
↵
def
F↵ =
DTIME(H ! (f (n)))
(16)

S

f 2F<↵

where F<↵ =
<↵ F in the extended Grzegorczyk hierarchy. This means that F↵ is
↵
the class of problems decidable in deterministic time H ! —i.e. the ! ↵ th function in
the Hardy hierarchy for H(n) = n + 1—of some ‘smaller’ function f (n) of the size n of
!3

the instance. These classes are very robust, and F!3 captures computations in g ! (n)
space for an Ackermannian function g in F! (see [Schmitz 2015, Section 4] for details).
Figure 6 depicts the (F↵ )↵ classes and pinpoints F!3 ’s position among them.
3.3. Discussion
3.3.1. Lower Bounds. Facing such a huge upper bound, it is natural to ask how it tight
it might be. The best complexity lower bound currently known for the reachability
problem is the following result of Lipton [1976] (see also the presentation given by
Esparza [1998]):

T HEOREM 3.2 (L OWER B OUND T HEOREM). Reachability in VASS is EXPSPACEhard.
This leaves an enormous gap between EXPSPACE and F!3 . Nevertheless, the upper
bound is obtained with a specific algorithm, the KLMST decomposition algorithm,
which—due to its use of coverability trees—is known to require at least an Ackermannian time in the worst case [Müller 1985], i.e. there is an F! lower bound for that particular algorithm. Hence, besides the main open question about the exact complexity
of the reachability problem, there is a possibly easier open question about the complexity of the KLMST decomposition algorithm, with a smaller complexity gap between F!
and F!3 .
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3.3.2. Alternative Algorithms. The F! lower bound on the KLMST decomposition algorithm means that it might be worth looking for more efficient algorithms. Unfortunately, the other algorithm using Presburger inductive invariants by Leroux [2010,
2011] does not fare better: the 2010 proof using the KLMST decomposition is likely
to yield essentially the same F!3 upper bound, while the alternative 2011 proof using
almost semilinear sets does not easily lend itself to a complexity analysis.
4. REACHABILITY IN DIMENSION 2

While the exact complexity of the reachability problem is a long-lasting open problem,
there are tight complexity bounds for several restricted variants. A natural way of
restricting the reachability problem is to fix the dimension. For instance, in dimension
one, VASS reachability is NP-complete [Haase et al. 2009] when integers are encoded in
binary (and NL-complete when they are encoded in unary [Demri and Gascon 2009])—
this is a subcase of reachability in one-counter automata.
In the 2-dimensional case, Hopcroft and Pansiot [1979] were the first to show decidability by showing that the reachability set from a given initial configuration c was
effectively semilinear, i.e. that one could compute for each state q a representation of
the set of vectors u such that c !⇤V (q, u) as a finite union of linear sets
def
L(b, {p1 , . . . , pn }) =
{b +

1 p1

+ ··· +

n pn

|

1, . . . ,

n

2 N}

(17)

defined by a base b in Z and a finite set of periods pj in Z —equivalently, these
sets are definable in Presburger arithmetic FO(Z, +, ). Hopcroft and Pansiot [1979,
Lemma 2.8] also showed that there exists a 3-dimensional VASS with a non-semilinear
reachability set, so that this result does not generalise to higher dimensions. Howell,
Rosier, Huynh, and Yen [1986] then showed that this construction was in 2-NEXP and
improved it to obtain a 2-EXP algorithm. This left a gap with the NP-hardness proven
by Rosier and Yen the same year, which was only closed in 2015 by Blondin, Finkel,
Göller, Haase, and McKenzie:
d

T HEOREM 4.1 (2-D IMENSIONAL C OMPLEXITY).
VASS is PSPACE-complete.

d

Reachability in 2-dimensional

4.1. Flattable VASS

The crux of the proof of Blondin et al. is a careful analysis and refinement of a result
by Leroux and Sutre [2004]: 2-dimensional VASS are flattable. In general, a VASS
is flattable if its reachability relation, which is for each pair of states q, q 0 the set
{(u, u0 ) 2 N2d | (q, u) !⇤V (q 0 , u0 )}, can be obtained in full when only following transition sequences taken from the language of a finite set S of regular expressions, each
of the form
v0 w1⇤ v1 · · · wk⇤ vk

(18)

for some finite sequences v0 , w1 , v1 , . . . , wk , vk of transitions in T . Such regular expressions are called semilinear path schemes (one will typically require the full sequence v0 w1 v1 · · · wk vk to be a path in the VASS, and each wj to be a cycle). Let us
call |v0 w1 v1 · · · wk vk | its length and k its width. A set S of semilinear path schemes is
complete if, for all q, q 0 in Q and u, u0 in N2 , (q, u) !⇤V (q 0 , u0 ) if and only if there exist
in the language of S such that (q, u) !V (q 0 , u0 ).
By synchronising the VASS with the semilinear path schemes, one obtains a flat
VASS, i.e. without nested loops when seen as a directed graph.
Example 4.2. Consider the 2-dimensional of Figure 7, taken from the article of
Blondin et al. [2015]. Although it is has two nested loops t3 and t2 t1 in q1 , it is nevertheless flattable. Observe indeed that the occurrences of t3 can be commuted to occur
ACM SIGLOG News
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t1 : (0, 1)
q0

q1

t3 : (0, 1)

t2 : (1, 1)

Fig. 7: A 2-dimensional VASS, from [Blondin et al. 2015].
before those of t2 t1 . This results for the relation between q0 and q1 in a complete set
{t1 t⇤3 , t1 t⇤3 t2 (t1 t2 )⇤ t1 } (the first holding for the case where t2 is never used).
A flat VASS has necessarily a semilinear reachability relation, and a fortiori a semilinar reachability set: given a semilinear path scheme as in (18), one can compute a linear set with basis the sum of the effects of the transitions in v0 v1 · · · vk , and a period
for the effect of each cycle wj . Perhaps more surprisingly, the converse is true: Leroux
[2013a] showed that any VASS with a semilinear reachability set is flattable.
4.2. Complexity Bounds

The main technical result of Blondin et al. [2015] is their Theorem 1:
T HEOREM 4.3 (2-D IMENSIONAL S EMILINEAR D ECOMPOSITION).
Given a 2dimensional VASS V = hQ, 2, T i, there exists a complete set S of semilinear path
schemes, all of length bounded by (|Q| + kT k)C and width bounded by C 0 · |Q|2 for some
constants C, C 0 .
They employ then bounds from integer linear programming to show that, if (q, u) !⇤V
(q 0 , u0 ), and thus (q, u) !V (q 0 , u) where = v0 w1e1 v1 · · · wkek vk for some e1 , . . . , ek in
N and some semilinear path scheme v0 w1⇤ v1 · · · wk⇤ vk from the complete set S provided
by Theorem 4.3, then all the ej can be bounded by a value exponential in |Q| but
polynomial in kT k, kuk, and ku0 k. This run can thus be guessed nondeterministically
in polynomial space, yielding the upper bound in Theorem 4.1.
The matching PSPACE lower bound is a consequence of the same bound [Fearnley
and Jurdziński 2015] for reachability in 1-dimensional VASS, when one additionally
requires the values to remain bounded by some B (given as input, in binary).
As a final note, this approach also yields an NP upper bound when integers are
encoded in unary instead of binary. However, the best known lower bound in this case
is NL-hardness, leaving a complexity gap [Blondin et al. 2015].
4.3. Discussion

Although there is no hope of seeing the approach through linear paths schemes be
immediately generalised to arbitrary dimensions—because starting with dimension
three, VASS reachability sets are no longer semilinear [Hopcroft and Pansiot 1979,
Lemma 2.8]—there is nevertheless a promising open question: the result of Blondin
et al. [2015] could be read as providing complexity bounds for flat 2-dimensional VASS:
could it be generalised to flat VASS of arbitrary dimension?
Finally, the restriction of the reachability problem to 2-dimensional systems is far
from being the only interesting one. The best known variant of the reachability problem is arguably the coverability problem, where one asks instead for the existence of a
configuration c00 such that c !V c00 and c00 c0 for the product ordering over configurations.2 Coverability in VASS is EXPSPACE-hard using the argument by Lipton [1976],
2 Over

configurations, (q, u)  (q 0 , u0 ) if and only if q = q 0 and u(i) = u0 (i) for all 1  i  d.
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but importantly, it is in EXPSPACE as shown by Rackoff [1978]. The coverability problem is sufficient in many cases, and unlike the reachability problem, there are several
implementations, with increasing success at solving it on large practical instances [e.g.
Kaiser et al. 2014; Esparza et al. 2014; Blondin et al. 2016].
The same tight EXPSPACE upper bound applies to the boundedness problem, which
asks given a VASS V and a configuration c whether the set of configurations reachable
from c is finite [Rackoff 1978]. Many more decision problems on VASS have been shown
EXPSPACE-complete based on the techniques of Rackoff [e.g. Rosier and Yen 1986; Atig
and Habermehl 2011; Blockelet and Schmitz 2011; Demri 2013; Leroux et al. 2013].
Notably, the reversible reachability problem is also EXPSPACE-complete [Leroux 2013b]:
this variant of reachability asks whether both c !⇤V c0 and c0 !⇤V c, and the proof for
the upper bound combines insights from both [Rackoff 1978] and the KLMST decomposition algorithm.
5. A FEW EQUIVALENT PROBLEMS

The centrality of the reachability problem was recognised early on; Hack [1975a] in
particular identified its recursive equivalence with the liveness, single-place reachability, persistence, and language emptiness problems for Petri nets. What is remarkable however is the regularity with which decision problems—in seemingly unrelated
areas—turn out to be interreducible with the reachability problem. In fact, given its
importance in many fields, it would be no exaggeration to define a complexity class
REACHABILITY for the class of problems reducible3 to VASS reachability. Here we will
see only a small sample of the problems interreducible with reachability.
5.1. Formal Languages

The transitions of a VASS can be labelled with symbols from ⌃[{"}, where ⌃ is a finite
alphabet and " denotes the empty string. Formally, we let in this case T ✓ Q⇥Zd ⇥(⌃[
def
{"}) ⇥ Q, and denote by ⇡⌃ the projection T ⇤ ! ⌃⇤ defined by ⇡⌃ (q, a, b, q 0 ) =
b. This
allows to define the (reachability) language of a labelled VASS V between an initial
configuration c and a final configuration c0 as the union over all runs from c to c0 in SV
of the concatenations of labels:
def
LV (c, c0 ) =
{⇡⌃ ( ) | c !V c0 } .

(19)

The non-emptiness problem for such languages is thus equivalent to the reachability problem. Labelled VASS are also known as partially blind multicounter automata [Greibach 1978] and can also be recognised by suitable valence automata over
polycyclic monoids [Render and Kambites 2009, Proposition 5.1]. The study of this
class of languages was already under way for Petri nets before 1978; see e.g. [Hack
1975b].
The equivalence between the reachability problem and language emptiness is rather
natural one, but there are some less obvious connections, for instance:
The Szilard language S(G) of a context-free grammar G is the set of sequences of
names of the productions used in grammar derivations. Crespi-Reghizzi and Mandrioli [1977] show that the problem, given a context-free grammar G and a regular
language R, of whether S(G) \ R is non-empty, is recursively equivalent to VASS
reachability.
3 Due

to the unknown exact complexity of the reachability problem, the class of reductions we could afford
when defining this class is unclear; some of the examples here use many-one EXPSPACE reductions.
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The shuffle closure Shu✏e(L) of a language L is obtained by shuffling, i.e. interspersing, an arbitrary number of words from L. Gischer [1981] showed that the shuffle
closure Shu✏e(R) of any regular language is always a VASS language. Bojańczyk,
David, Muscholl, Schwentick, and Segoufin [2011] strengthened this result and
showed that the non-emptiness problem for data automata, which is equivalent to
checking the non-emptiness of Shu✏e(R1 )\R2 for R1 and R2 two regular languages,
is interreducible with VASS reachability.
5.2. Logic

There is a natural connection between logic and VASS reachability through modelchecking: the model-checking problem for a logic allowing to express reachability in
the infinite transition system SV will be at least as hard as reachability. It turns out
that many temporal logics able to express reachability have an undecidable modelchecking problem on VASS—with a few notable exceptions [Howell et al. 1991; Jančar
1990].
Here are some more surprising examples of connections between VASS and logic:
Data Logics. A data word is a sequence of pairs (b, d) where b is a label taken from
a finite alphabet and d is a datum from an infinite countable data domain. Data
logics allow to reason on such words but can only compare data for equality and
disequality. The satisfiability problem for several different such logics on data words
is interreducible with VASS reachability [e.g. Bojańczyk et al. 2011; Kara et al.
2010; Demri et al. 2013; Decker et al. 2014; Colcombet and Manuel 2014].
Linear Logic. VASS are convenient to describe the usage of discrete resources, and
they have been used as models of linear logic fragments [e.g. Engberg and Winskel
1997]. More to the point of this column, VASS reachability is equivalent to validity
in the !-Horn fragment of linear logic [Kanovich 1995].
Note that the cases of data logics on data trees [Bojańczyk et al. 2009; Dimino et al.
2015] and of larger fragments of propositional linear logic [Lazić and Schmitz 2015]
can be approached through branching extensions of VASS; see §6.2.2.
5.3. Concurrent Systems

Vector addition systems and Petri nets are especially suited for the modelling of finitestate processes running concurrently, and the reachability problem naturally pops up
when trying to verify their correctness. What is perhaps less obvious is that this idea
can be applied beyond the verification of safety properties on finite-state processes.
For instance, German and Sistla [1992] show that concurrent systems consisting of a
main control process along with an arbitrary number of user processes can be checked
against specifications written in linear temporal logic—including liveness conditions—
by a reduction to the reachability problem. As another example, Ganty and Majumdar
[2012] prove that liveness of a class of recursive asynchronous programs is equivalent
to VASS reachability.
5.4. Process Calculi

There is a rich literature on the use of Petri net executions as event structures to provide process semantics [e.g. Nielsen et al. 1981; Degano et al. 1989]. Petri nets themselves fit in the hierarchies of process calculi among the rather low-level ones [Mayr
2000].
But even very expressive calculi tend to have practically useful fragments that can
be reduced to VASS. For instance, Meyer [2009] describes a fragment of the ⇡-calculus
with restricted usage of names, which can be translated into Petri nets. Larger fragACM SIGLOG News
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ments can also be tackled through VASS extensions with data [Rosa-Velardo and
Martos-Salgado 2012], see Section 6.3 for related models.
6. A FEW EXTENSIONS

The decidability of the reachability problem for VASS is an intricate result, and undecidability is never very far. This section is an opportunity to see how far the Decidability Theorem can be pushed, but also to advertise for a few open problems.
6.1. Zero Tests

A zero test is a special type of transition t = (q, zeroi , q 0 ) where i ranges over {1, . . . , d},
t
allowing a step (q, u) ! (q 0 , u) if u(i) = 0. Allowing unrestricted zero tests yields
a Minsky machine, with an undecidable reachability problem already in dimension
two—even coverability is undecidable on such systems.
However, reachability in VASS extended with the ability to test a single component
for zero—for instance always the first component—remains decidable. It still remains
decidable if several components can be tested with a hierarchical policy: component
i1 can be freely tested for zero, but i2 can only be tested for zero in configurations
where the i1 th component is zero, and i3 only in configurations where both the i1 th
and i2 th components are zero, etc. [Reinhardt 2008; Bonnet 2013]. The complexity of
reachability in these models is widely open; the best known lower bound is still Lipton’s
EXPSPACE-hardness, and no upper bound is known.
6.2. Recursion and Nesting

Motivated by the need to model distributed systems with some recursive behaviour,
there is a variety of VASS extensions that include recursion in some manner, and differing on the (sometimes subtle) way in which they allow interactions between recursion and the integer components. For instance, nested counter systems [Lomazova and
Schnoebelen 2000; Decker et al. 2014] act on finite multisets of finite multisets of . . .
of finite multisets of states as configurations, allowing to model hierarchical computations, but have an undecidable reachability problem. On the other hand, the process
rewrite systems of Mayr [2000] perform prefix rewrites on terms of a process algebra,
and generalise in a sense both VASS and pushdown systems, but still enjoy a decidable
reachability problem—with unknown complexity.
6.2.1. Pushdown VASS. One natural way to extend VASS to handle recursion is to add
new push and pop operations acting on a pushdown stack with a finite stack alphabet.
Note that this generalises VASS with a single zero test, since the particular component
tested for zero could be implemented as a stack with a distinguished bottom-of-stack
symbol. The decidability of reachability is currently open, but here at least we have
better lower bounds: Lazić [2013] showed indeed the problem to be TOWER-hard.
6.2.2. Alternating Branching VASS. A different way of adding a pushdown stack to a
VASS is to let it store vectors from Nd on its stack. The system can then add a vector a
from Zd to the vector u currently on top of the stack. The key question is which semantics to employ when popping u and pushing multiple vectors, say u1 and u2 , to the top
of the stack. For instance, if we allow to duplicate the vector u so that u = u1 = u2 ,
then we obtain the model of alternating VASS [e.g. Courtois and Schmitz 2014], which
have an undecidable reachability problem.
A very interesting case occurs when we split u nondeterministically into u1 and
u2 such that u = u1 + u2 . This model of branching VASS was introduced by Rambow [1994] in computational linguistics, and independently rediscovered on several
occasions since [see the survey in Schmitz 2010]. The decidability of the reachabilACM SIGLOG News
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ity problem for branching VASS is a major open problem4 already mentioned in this
column [Bojańczyk 2014]—it is in particular equivalent to provability in MELL, the
multiplicative exponential fragment of linear logic [de Groote et al. 2004]. As with
pushdown VASS, although we do not know whether reachability is decidable,4 we have
again a TOWER lower bound [Lazić and Schmitz 2015].
6.3. Data

The model of data nets of Lazić, Newcomb, Ouaknine, Roscoe, and Worrell [2008] extends Petri nets with the ability to manipulate data from some infinite domain D. Different variants exist, all with an undecidable reachability problem, except for one case:
unordered data Petri nets, where the system can only manipulate data as pure names
through equality and disequality constraints. In more concrete terms, the configurations of such a system no longer carry a single vector from Nd , but a finite multiset of
them, padded with infinitely many 0’s. Transitions nondeterministically select some
(bounded) number of such vectors u1 , . . . , uk , and apply some translations a1 , . . . , ak
from Zd to each one. The decidability of the reachability problem for this model is
open, with a TOWER lower bound proven by Lazić et al. [2008]
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Mikołaj Bojańczyk, Claire David, Anca Muscholl, Thomas Schwentick, and Luc Segoufin. 2011. Two-variable
logic on data words. ACM Trans. Comput. Logic 12, 4:27 (2011), 1–26. DOI:10.1145/1970398.1970403
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Thèse de doctorat. ENS Cachan. http://www.lsv.ens-cachan.fr/Publis/PAPERS/PDF/bonnet-phd13.pdf
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Christoph Haase, Stephan Kreutzer, Joël Ouaknine, and James Worrell. 2009. Reachability in succinct and
parametric one-counter automata. In Proc. Concur 2009 (Lect. Notes in Comput. Sci.), Vol. 5710. Springer,
369–383. DOI:10.1007/978-3-642-04081-8 25
Michel H. T. Hack. 1975a. Decidability questions for Petri nets. Ph.D. Dissertation. MIT. http://
publications.csail.mit.edu/lcs/pubs/pdf/MIT-LCS-TR-161.pdf
Michel H. T. Hack. 1975b. Petri net languages. Computation Structures Group Memo 124. MIT. http:
//publications.csail.mit.edu/lcs/pubs/pdf/MIT-LCS-TR-159.pdf
John E. Hopcroft and Jean-Jacques Pansiot. 1979. On the reachability problem for 5-dimensional vector
addition systems. Theor. Comput. Sci. 8 (1979), 135–159. DOI:10.1016/0304-3975(79)90041-0
Rodney R. Howell, Louis E. Rosier, Dung T. Huynh, and Hsu-Chun Yen. 1986. Some complexity bounds for
problems concerning finite and 2-dimensional vector addition systems with states. Theor. Comput. Sci.
46 (1986), 107–140. DOI:10.1016/0304-3975(86)90026-5
Rodney R. Howell, Louis E. Rosier, and Hsu-Chun Yen. 1991. A taxonomy of fairness and temporal logic
problems for Petri nets. Theor. Comput. Sci. 82, 2 (1991), 341–372. DOI:10.1016/0304-3975(91)90228-T
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Jérôme Leroux and Sylvain Schmitz. 2015. Demystifying reachability in vector addition systems. In Proc.
LICS 2015. IEEE Press, 56–67. DOI:10.1109/LICS.2015.16
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Monadic Second-Order Logic (MSO) expresses many natural NP Complete problems
as well as problems complete for all levels of the Polynomial-Time Hierarchy. Thus, it
was surprising when Bruno Courcelle proved that for inputs of any fixed tree width,
all MSO properties are checkable in linear time [Courcelle 1990].
Recently, Michael Elberfeld and his coauthors have refined Courcelle’s Theorem in
several striking ways. In particular, they have characterized the complexity of the relevant decision, optimization and counting problems, for structures of bounded tree
width as well as for more restricted inputs. All of these problems are inside deterministic logspace, L. Some of them are complete for L, and others live in a variety of
smaller classes inside L.
Elberfeld explains these ground-breaking results in the following clear and highlevel exposition.
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Variants of Courcelle’s Theorem for Complexity Classes inside P
Michael Elberfeld, RWTH Aachen University

It is well known that monadic-second order logic (MSO) expresses many natural NP-complete problems.
However, a famous theorem of Courcelle states that every problem expressible in MSO can be solved in linear
time for input graphs whose tree width is bounded by a fixed constant [Courcelle 1990]. Courcelle’s Theorem
is the prototypical example of an algorithmic “meta theorem”, which states an algorithmic upper bound for a
whole family of problems. This column reviews a series of meta theorems several of which refine Courcelle’s
Theorem by more precisely classifying the complexity of natural families of problems.
I will describe concepts, results, and applications that appeared in joint works with Andreas Jakoby and
Till Tantau and in my dissertation [Elberfeld et al. 2010; 2012; Elberfeld 2012]. I will also describe some
recent developments and open problems. I would like to thank Neil Immerman for inviting me to write a
column about “Courcelle’s Theorem and Logspace complexity”. I hope you enjoy it.

1. INTRODUCTION

Many computational problems can be defined in monadic second-order logic. For example, the 3- COLORABILITY problem is expressed by the following MSO formula,
'3-colorable := 9R 9G 9B 8v((R(v) _ G(v) _ B(v)) ^ 8w(E(v, w) !
¬(R(v) ^ R(w)) ^ ¬(G(v) ^ G(w)) ^ ¬(B(v) ^ B(w)))) .

A graph G satisfies this formula (G |= '3-colorable ) if its vertices may be colored red,
green or blue so that adjacent vertices do not have the same color. For example,
|=
'3-colorable but
6|= '3-colorable .
In addition to defining decision problems like 3- COLORABILITY, we can use MSOformulas to define counting and optimization problems. Consider the formula,
'dominates (X1 )

:=

8v (X1 (v) _ 9w (X1 (w) ^ E(v, w)))

(1)

which has a free set-variable, X1 . A graph G and a subset of its vertices D ✓ V (G) satisfies 'dominates if D is a dominating set in G. We can also use the formula 'dominates (X1 )
to express the problem of counting the number of dominating sets, or to compute the
size of a smallest dominating set. The latter is the well known optimization problem
DOMINATING - SET .
The problem 3- COLORABILITY and the decision variant of DOMINATING - SET are well
known NP-complete problems [Garey and Johnson 1979]. However, by Courcelle’s Theorem, for graphs of bounded tree width, these problems can be solved in polynomial
time.
A graph has tree width w if it can be decomposed into a tree of subgraphs called
bags of size  w + 1. (See Chapter 11 in the book of Flum and Grohe [2006] for formal
definitions and basic properties related to tree decompositions.) The tree structure of
the decomposition captures the global tree-likeness of the input and the small subgraphs cover local connectivity patterns that may be far from being trees. A related
notion is the tree depth of a graph; graphs with tree depth d have tree decompositions
where not only the width is bounded in terms of d, but, in addition, the depth of the
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underlying trees is bounded in terms of d. While tree width can be seen as measuring
the similarity of graphs to trees (trees have tree width 1 and graphs with cycles have
tree width at least 2), tree depth can be seen as measuring the similarity of graphs to
star graphs (star graphs have tree depth 2, and the tree depth of a graph grows with
the length of paths in it). We say that the tree width (tree depth) of a class of structures is bounded if there is a constant that upper-bounds their tree width (tree depth).
Solving computational problems on structures of bounded tree width is often done by
a two-step approach that computes a tree decomposition and, then, solves the problem
by using a bottom-up dynamic programming approach along the tree.
For structures of bounded tree width, the polynomial-time bound of solving MSOdefinable problems has been refined from the algorithmic point of view: sequential
algorithms running in linear time [Courcelle 1990] and parallel algorithms running in
log time [Bodlaender and Hagerup 1998] are known to solve MSO-definable decision
problems for structures of bounded tree width and similar results hold for counting
and optimization problems whose definition is based on MSO-formulas. A variety of
results of a similar flavor have been developed during the last years and are commonly
called algorithmic meta theorems [Grohe and Kreutzer 2011]: Instead of presenting an
algorithmic result for some particular problem, these theorems state that “all problems
of a certain kind on structures of a certain kind are solvable by an efficient algorithm
of a certain kind”. Courcelle’s Theorem falls into this category since it shows that all
MSO -definable problems for structures whose tree width is bounded are solvable in
linear time.
Since many important problems are MSO-definable, Courcelle’s Theorem and its
variants yield unified frameworks for showing that numerous problems on structures
of bounded tree width are efficiently solvable. Moreover, often algorithmic meta theorems show their real power when used as subroutines in algorithms solving problems
that are normally (1) not MSO-definable, or (2) whose inputs are not tree-decomposable
in an algorithmically useful way. A problem of the first kind is computing the chromatic
number of a graph, the least number of colors needed for a valid coloring of a graph.
Since graphs of tree width w have chromatic number at most w + 1, we can use modifications of the formula for 3- COLORABILITY to test whether the graph is c-colorable
for a c  w + 1. A problem of the second kind is EVEN - CYCLE—deciding whether an
undirected loop-free graph has a cycle of even length. This problem can be solved by
first testing whether the tree width of the graph is higher than some constant. If this
is the case, we can use a graph-theoretic insight of Thomassen [1988] showing that
there is always an even cycle in such graphs and we answer “yes”. If the tree width is
bounded by a constant, we use Courcelle’s Theorem to solve the problem via an MSOformula that defines even-length cycles on the incidence representation of graphs (that
means, logical structures for graphs where both vertices and edges are represented as
individual elements and they are related by a binary incidence relation).
The algorithmic meta theorems mentioned above provide a unified framework for
finding fast sequential and parallel algorithms to solve MSO-definable problems on
tree-decomposable structures. I will describe some results that exactly characterize the
complexity of families of MSO-definable problems. We already know that MSO-definable
decision problems on structures of bounded tree width lie in P, but how deep inside P
can we place them? Bodlaender [1989] and Wanke [1994] contributed important steps
to clarify this question: Bodlaender showed that all problems that are covered by Courcelle’s Theorem lie in NC (they can be solved by families of polylog-depth circuits) and
Wanke showed that in fact they lie in LOGCFL = SAC1 (they can be solved by families of log-depth circuits with unbounded fan-in _ gates but bounded fan-in ^-gates).
This complexity class is sandwiched between NL (problems decidable by nondeterministic logspace Turing machines) and AC1 (problems decidable by families of log-depth
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circuits over Boolean gates of unbounded fan-in); that means, NL ✓ SAC1 ✓ AC1 . We
review results that refine these insights in terms of complexity classes inside L (deterministic logspace).
Section 2 reviews results and techniques from [Elberfeld et al. 2010] that are related to algorithmic meta theorems for logspace DTMs. Sections 3 and 4 review results
and techniques from [Elberfeld et al. 2012] about algorithmic meta theorems for circuit complexity classes that lie inside L. Section 5 concludes with a summary and an
outlook on current and possible future work.
2. VARIANTS OF COURCELLE’S THEOREM FOR LOGARITHMIC SPACE

A key problem in the study of logspace DTMs is REACHABILITY, detecting whether
there is a path from some start to some target vertex in a directed graph. While
REACHABILITY was identified to be NL-complete for general directed graphs [Jones
1975], Reingold gave an L upper bound for the case of undirected graphs [Reingold
2008]. Paths and thus, reachability, are MSO-definable on the incidence representation of directed graphs. Questions about the complexity of reachability for classes of
directed graphs motivated us to prove Theorem 2.1.
T HEOREM 2.1. For every w 2 N, and every MSO-formula ', there is a logspace DTM
that, on input a structure A of tree width at most w, decides whether A |= '.

Since reachability is expressible in MSO, it follows from Theorem 2.1 that it is also
in L for graphs of bounded tree width.
Another problem of great interest is PERFECT- MATCHING, detecting whether an
undirected graph has a perfect matching. PERFECT- MATCHING is known to be in P
and in fact even in Random NC (RNC), but it is not known to be in NC. In addition
to deciding whether a graph has a perfect matching, counting the number of perfect
matchings was identified as an important complexity problem by Valiant [1979].
To move from decision problems to counting and optimization problems, Elberfeld
et al. [2012] developed the following methodology. Let '(X1 , . . . , Xk , Y1 , . . . , Y` ) be an
MSO -formula with two sets of free set-variables, namely the Xi and the Yj , and let A
be a structure with universe A. The solution histogram of A and ' (histogram(A, ')),
is a k-dimensional integer array that tells us how many solutions of a certain size
exist. In detail, let s = (s1 , . . . , sk ) 2 {0, . . . , |A|}k be an index vector of sizes for
the sets that are substituted for the Xi . Then histogram(A, ')[s] equals the number of (S1 , . . . , Sk , S10 , . . . , S`0 ) 2 POW(A)k+` , such that |S1 | = s1 , . . . , |Sk | = sk and
A |= '(S1 , . . . , Sk , S10 , . . . , S`0 ) hold. In other words, we count how often ' can be satisfied
when the sets assigned to the Xi -variables have the specified sizes. (No restrictions are
imposed on the sizes of the Yj .)
For example, recall the formula 'dominates (X1 ) (Eqn. 1), with k = 1 and ` = 0.
histogram(G, 'dominates )[s] is the number of dominating sets of size s in the graph G.
For example, the histogram for the graph G =
with respect to the formula
'dominates (X1 ) is the following.
# of dominating sets

0

0

3

8

5

1

of size

0

1

2

3

4

5

.

(For example, G has no dominating sets of size 1, and 3 of size 2.)
As another example, consider an MSO-formula 'is-matching (Y1 ) with k = 0 and ` = 1
over the incidence representation of graphs that defines sets of edges that are matchings. That means, it states that every vertex in the graph is incident to at most one
edge in Y1 . Then histogram(G, 'is-matching ) is just a scalar value that tells us how many
matchings G contains. Similarly, one can state a formula 'is-perfect-matching (Y1 ) that helps
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to count the number of perfect matchings; that means, matchings that cover all vertices.
The following result generalizes Thm. 2.1 showing that not only are MSO decision
problems in L for structures of bounded tree width, but the same is true for MSO counting problems:
T HEOREM 2.2. For every w 2 N, and every MSO-formula '(X1 , . . . , Xk , Y1 , . . . , Y` ),
there is a logspace DTM that, on input a structure A of tree width at most w, outputs
histogram(A, ').
Theorem 2.2 has various applications. First of all, it can be applied to
'is-perfect-matching (Y1 ) to show that counting the number of perfect matchings can be
done in logspace for graphs of bounded tree width. Moreover, it follows that for graphs
of bounded tree width, the optimization problem DOMINATING - SET is in L: on input,
graph G, we compute histogram(G, 'dominates ) and output the smallest nonzero position.
Furthermore, we can determine, in logspace, whether there is a dominating set of a
given size and we can determine the number of dominating sets of a given size.
Tree decompositions of approximate width in logspace. A technique developed for
proving the theorems related to tree-width-bounded structures and logspace is the
computation of tree decompositions of an approximate bounded width. That means,
tree decompositions whose width is bounded by a linear function in the (exact) tree
width of the given graph. Once such tree decompositions are constructed, one can
use a translation from MSO-formulas on structures to automata on node-labeled trees
and an arithmetic simulation approach for the automata to prove the above theorems.
Computing tree decompositions of approximate width is also a step for removing the
witness on the tree width bound from both theorems stated above, and test the tree
width bound together with the MSO-defined property. That means, it is used to prove
the following formal statement in [Elberfeld et al. 2010]:
L EMMA 2.3. For every w 2 N, there is a logspace DTM that, on input a structure A,
either (1) outputs a width-w tree decomposition of A, or (2) outputs “no” and the tree
width of A exceeds w in this case.
The proof of this combines techniques developed for computing approximate tree decomposition with calling MSO-definable problems, which are logspace-solvable due to
the above theorems, as subroutines. As a consequence, we also know the following:
P ROPOSITION 2.4. For every w
at most w is L-complete.

1, deciding whether a given graph has tree width

A different application of the approximate-width tree decompositions was recently
developed in a work [Elberfeld and Schweitzer 2015] that studies the complexity of the
isomorphism problem for graphs of bounded tree width. This problem was known to be
in P due to a result of [Bodlaender 1990], but since then it remained an open question
to completely classify the complexity with respect to circuit or space complexity classes
(see the introduction of [Elberfeld and Schweitzer 2015] for details on the problem’s
motivation and history). The above mentioned work uses the framework for computing
approximate tree decompositions as part of a logspace procedure for graphs of bounded
tree width with the final consequence that the graph isomorphism problem restricted
to graphs of tree width w is proven to be L-complete for each w 1.
3. VARIANTS OF COURCELLE’S THEOREM FOR LOG-DEPTH CIRCUITS

Restricted to trees, reachability is complete for L [Cook and McKenzie 1987]. In fact,
many MSO-definable problems on structures of bounded tree width are complete for L.
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The following meta theorem shows that when the input is given via an explicit width-w
tree decomposition in a format we call “term representation”, MSO problems are doable
in the circuit complexity class NC1 .
T HEOREM 3.1 ([Elberfeld et al. 2012]). For every w 2 N, and every MSO-formula
', there is an NC1 -circuit family accepting the set of structures satisfying ', when the
inputs are given with a width-w tree decomposition in term-representation form.
In order to to prove a histogram-based theorem for log-depth circuits, we use arithmetic circuits instead of Boolean circuits. The inputs to these circuits are (binary)
strings, while their inner gates (of bounded fan-in) compute addition and multiplication and the outputs are integers. Families of log-depth circuits of this kind define the
counting complexity class #NC1 . (A good source for information about #NC1 is [Vollmer
1999].) In order to represent the output histogram h using a single number num(h) 2 N,
consider h to be stored in consecutive memory cells with each cell being large enough
to store a single entry. Then num(h) is the single number that equals the content of all
cells when reading them from left to right. Theorem 3.1 is a corollary of the following
theorem since testing whether a function from #NC1 outputs a value greater than 0 is
an NC1 -computable property (this can be seen by replacing addition and multiplication
gates of the arithmetic circuits with Boolean _- and ^-gates, respectively).
T HEOREM 3.2 ([Elberfeld et al. 2012]). For every w 2 N, and every MSO-formula
'(X1 , . . . , Xk , Y1 , . . . , Y` ), there is a #NC1 -circuit family that, on input a structure A with its width-w tree decomposition in term-representation form, outputs
histogram(A, ').
The above two theorems can be applied when inputs are already accompanied by tree
decompositions, or when these decompositions can be automatically derived. Many
evaluation and simulation tasks are of the later kind, e.g., evaluating Boolean and
arithmetic sentences, as well as simulating the acceptance behavior and counting the
number of accepting computations of visibly pushdown automata. By encoding the
problems of evaluating Boolean and arithmetic sentences as MSO-defined decision and
counting problems, respectively, we see that Theorems 3.1 and 3.2 apply to problems
that are complete for NC1 and #NC1 , respectively.
An interesting application of the above theorems is to show how
to evaluate any fixed tree automaton for unranked ordered trees
in NC1 , and count the number of accepting runs in #NC1 . Automata
on such trees, like the one shown on the right, determine a state for
each node based (1) on the label of the node, and (2) the outcome of
the computation of a finite automaton that works on the sequence
of states assigned to the children of the node. Such tree automata are used to model
specifications of XML documents [Gottlob et al. 2005] and, hence, the input is actually
a string like [ [ [ ] [ ] [ ] ] [ ] [ ] ], which encodes our example tree. The NC1 -upper
bound for deciding the acceptance behavior of any fixed tree automaton on such inputs
was originally shown by Gottlob et al. [2005]. This result can also be obtained from
the above theorems by translating the input string into a logical structure along with
a tree decomposition in term representations, and using an MSO-formula to define the
automaton’s behavior. This also gives a #NC1 -upper bound for counting the number of
accepting computations.
Balancing Tree Decompositions Using Constant-Depth Circuits. For proving Theorems 3.1, 3.2, no tree decompositions are constructed, but the given tree decompositions are balanced: The processed tree may have a linear depth and, thus, may contain
data dependencies whose direct resolution would need the same linear circuit depth.
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In the case of Theorem 3.1, we can translate the MSO-formula that defines the problem into a tree automaton and plug in a result showing that the acceptance behavior
of tree automata can be simulated using log-depth Boolean circuits [Lohrey 2001]. To
prove Theorem 3.2, we proceed as follows: Before translating the formula on the structure into a tree automaton, an extra layer is inserted into the proof that transforms
the given tree decomposition into a tree decomposition whose underlying tree is binary and balanced and, thus, has log depth. Interestingly, for this step constant-depth
Boolean circuits with threshold gates are enough to balance the tree decomposition.
Evaluating tree automata can then be done with log-depth circuits for the resulting
log-depth decomposition.
4. VARIANTS OF COURCELLE’S THEOREM FOR CONSTANT-DEPTH CIRCUITS

For structures of bounded tree depth, the complexity of MSO-definable problems drops
to constant-depth circuit classes. In order to solve MSO-definable decision, counting, and optimization problems on tree-depth-bounded structures, different kinds of
constant-depth circuits are used: Boolean circuits for solving decision problems, arithmetic circuits for solving counting problems, and Boolean circuits with threshold gates
for solving optimization problems. Depending on its type, a problem lies in one of the
unbounded-fanin, bounded-depth circuit classes: AC0 (Boolean gates), GapAC0 (arithmetic {+, , ·}-gates) or TC0 (threshold gates). We start with MSO-definable decision
problems.
T HEOREM 4.1. For every d 2 N, and every MSO-formula ', there is an AC0 -circuit
family that, on input a structure A of tree depth at most d, decides whether A |= '.

An example application of Theorem 4.1 is to put the MSO-definable decision problem
of whether a graph of bounded tree depth has a perfect matching, into AC0 . In contrast,
the same problem for graphs of bounded tree width is L-complete. In case of input
structures of bounded tree depth, we can state the following theorem for counting
problems:
T HEOREM 4.2 ([Elberfeld et al. 2010] ). For every d 2 N, and every MSO-formula
'(X1 , . . . , Xk , Y1 , . . . , Y` ), there is a GapAC0 -circuit family that, on input a structure A
of tree depth at most d, outputs histogram(A, ') as a sequence of numbers.
Applying Theorem 4.2 to a formula that defines perfect matchings on the incidence
representation of graphs (as described above) proves that we can count the number of
perfect matchings of tree-depth-bounded graphs in GapAC0 . As in the logspace case,
the solution histogram subsumes many optimization problems that ask for the existence of a solution of a certain size. For this, we need to look up individual bits in
the string representation of the solution histogram. Using the result of Hesse et al.
[2002] that DLOGTIME-uniform GapAC0 -circuit families, which compute numbers, can
be simulated by DLOGTIME-uniform functional TC0 -circuit families that compute the
binary string representations of these numbers, we derive the following as a corollary
of Theorem 4.2.
T HEOREM 4.3. For every d 2 N, and every MSO-formula '(X1 , . . . , Xk , Y1 , . . . , Y` ),
there is a TC0 -circuit family that, on input a structure A of tree depth at most d, outputs
histogram(A, ') as a string.
Like Theorem 2.2, which concerns computing histograms in logspace, Theorem 4.3
can be used to solve a wide range of problems: Elberfeld et al. [2012] apply it to show
that the problems SUBSETSUM and KNAPSACK with input numbers that are encoded
in unary lie in TC0 . The quest to determine the complexity of this kind of problem
has a long history: If the input numbers are encoded in binary, SUBSETSUM is known
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to be NP-complete. It becomes polynomial-time solvable if the numbers are encoded in
unary; in fact, it can be shown to lie in NL in this setting via solving a reachability problem related to dynamic programming tables. Inspired by a conjecture of Cook [1985]
that “a problem in NL which is probably not complete is the knapsack problem with
unary weights,” a line of research began to capture the complexity of SUBSETSUM and
KNAPSACK with unary weights using specialized complexity classes lying between L
and NL [Monien 1980; Ibarra et al. 1988; Cho and Huynh 1988; Jenner 1995]. Using Theorem 4.3 it is possible to show that SUBSETSUM is TC0 -complete: map an instance with input numbers a1 to an and b encoded in unary as 1a1 0 1a2 0 . . . 1an 00 1b of
SUBSETSUM to a forest F = (V, E F ) consisting of n stars where the ith star has ai vertices, and use an MSO-formula '(S) that forces solution sets S ✓ V to cover each star either completely or not at all. Since such forests have bounded tree depth, applying Theorem 4.3 puts SUBSETSUM with unary weights into TC0 ; the input 1a1 0 1a1 0 . . . 1an 00 1b
has a solution exactly if histogram(F, ')[b] > 0. A similar idea applies to KNAPSACK
with unary weights and related number problems.
Arithmetic-Circuit-Based Evaluation of Automata for Unbounded Degree Trees. For
the proof of Theorem 4.3, tree decompositions of bounded width, whose underlying
trees have bounded depth, are constructed. Once such tree decompositions are available, the proof of Theorem 4.2 proceeds to evaluate the MSO-formula from the problem
definition along the tree decomposition, which is done by (1) transforming the formula
on the input structure into an equivalent tree automaton on the tree decomposition,
and (2) evaluating the tree automaton using an arithmetic circuit. This basic structure is often used to prove Courcelle’s Theorem and its variants, but for implementing
it in constant-depth, additional techniques needed to be developed. Commonly, proofs
of Courcelle’s Theorem and its variants are based on translations into automata on
degree-bounded trees. The nodes of the depth-bounded trees underlying the tree decompositions that are involved in the proof of Theorem 4.2 necessarily have an unbounded degree since, otherwise, they would only be able to cover constant-size structures. The main step in proving Theorem 4.2 is the development of an automaton
model for unbounded-degree labeled trees that can simulate MSO-formulas and whose
computations can be represented algebraically using arithmetic circuits.
5. CONCLUSION

Summary. This column reviewed variants of Courcelle’s theorem for complexity
classes inside P. That means, variants where the “linear-time” resource bound is replaced by other bounds (like logspace or bounds on circuit families) and “bounded
tree width” is kept or replaced by other conditions (like given tree decompositions
of bounded width in term representation or bounded tree depth). In each case, we
reviewed results that can be seen as tailoring Courcelle’s theorem to be used for a certain complexity class. Figure 1 gives an overview of the theorems, the ideas for their
proofs, and their range of applications.
Outlook. Theorem 2.1 shows that all MSO problems are in logspace for inputs of
bounded tree width. This contrasts with Courcelle’s Theorem which says that these
problems are in linear time, but potentially requiring linear space. The runtime for the
logspace algorithms provided by Theorem 2.1 is typically far from linear (the current
proof provides a polynomial runtime where the polynomial degree grows with a linear
function in the tree width). It would be extremely interesting to find algorithms that
have both a low memory footprint and a polynomial runtime with a low (maybe even
fixed) polynomial degree; the main motivation for this question comes from the wide
range of applications of MSO-definable problems.
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NP
P
L
#NC1

NC1

MSO -histograms for bounded tree width structures
Applies to graph problems
Proof via constructing decompositions
MSO -counting on structures with decompositions as terms
Applies to evaluation problems
Proof via balancing decompositions
MSO -decisions

on structures with decompositions as terms

TC0

MSO -histograms for bounded tree depth structures
Applies to number problems
Proof via evaluating tree automata

AC0

MSO -decisions

on bounded tree depth structures

Fig. 1. The algorithmic meta theorems described apply to MSO-definable decision problems (MSO-decisions)
or to MSO-definable histograms (MSO-histograms). For the latter it is important to observe the difference
between histograms encoded as strings and histograms encoded as number.

One of the applications of the algorithmic meta theorem for logspace is constructing
tree decompositions of every constant width w 2 N in logspace, which implies that the
problem of deciding whether a graph has tree width at most w is L-complete for every
w 1. A similar result was recently obtained for the related question of finding graph
embeddings with a constant Euler genus. It thus follows that the problem of deciding
whether a graph has Euler genus at most g is L-complete for every g 2 N [Elberfeld
and Kawarabayashi 2014]. It would be interesting to generalize these insights to more
general classes of graphs, for example, graphs that exclude a fixed minor. It is known
that the problem of deciding whether a graph does not contain H as a minor can be
solved in polynomial time for every fixed H [Robertson and Seymour 1995]. In the light
of the above results, it seems plausible that this upper bound might be lowered to a
complexity class inside P; perhaps even L.
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We continue to discuss on differential privacy, one of the central privacy definitions
in the modern literature. After the great introduction to the topic provided by Konstantinos Chatzikokolakis, Catuscia Palamidessi, and Marco Stronati, we are ready
to dive into the fascinating connection between differential privacy and programming
languages. Given the increasing deployment of differential privacy in modern systems
and the complexity of the respective security proofs, the challenge emerged in the last
years is how to streamline the verification task.
In the present column, Gilles Barthe, Marco Gaboardi, Justin Hsu, and Benjamin
Pierce will review the state-of-the-art in this field, shedding light on the exciting interplay between differential privacy and programming language techniques, in particular
type systems and relational Hoare logic.
A big thanks to the authors for accepting the invitation!
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Differential privacy is rigorous framework for stating and enforcing privacy guarantees on computations over
sensitive data. Informally, differential privacy ensures that the presence or absence of a single individual in a
database has only a negligible statistical effect on the computation’s result. Many specific algorithms have
been proved differentially private, but manually checking that a given program is differentially private can
be subtle, tedious, or both. This approach becomes unfeasible when larger programs are considered.
This situation has motivated research in developing techniques for assisting programmers in building
differentially private applications. We survey a range of approaches based on ideas from programming
language research, discussing the formal guarantees that each of these approaches provides and showing
how each can be used to ensure differential privacy in practice.

1. INTRODUCTION

An enormous amount of data is gathered in databases every day: hospital records,
network flows, location data, power sensor readings, etc. This information has many
potential good uses—e.g., for scientific or medical research, network monitoring, . . . —
but much of it cannot be safely released due to privacy concerns. Protecting privacy
is hard: experience has repeatedly shown that when owners of sensitive datasets
release derived data, they often reveal more than intended. Even careful efforts to
protect privacy often prove inadequate. A notable example is the Netflix prize competition, which released movie ratings from subscribers. Although the data was carefully
anonymized, Narayanan and Shmatikov were later able to de-anonymize many of the
private records [Narayanan and Shmatikov 2008].
Privacy breaches often occur when the owner of the dataset uses an incorrect threat
model—e.g., they make wrong assumptions about the knowledge available to attackers.
In the case of Netflix, Narayanan and Shmatikov had access to auxiliary data in the
form of a public, unanonymized data set (from IMDB) that contained similar ratings.
Such errors are difficult to prevent without reasoning about arbitrary information that
could be (or later become) available to an attacker.
One way out of this dilemma is to make sure that every computation on sensitive
data satisfies differential privacy [Dwork et al. 2006], a very strong guarantee: if an
individual’s data is used in a differentially private computation, the probability of any
given result changes by at most a factor of e✏ (compared to the situation where this
individual’s data is not used), where ✏ is a parameter controlling the tradeoff between
privacy and accuracy. Differential privacy impresses by the long list of assumptions it
does not require: it is not necessary to know what information an attacker has, whether
attackers are colluding, or what the attackers are looking for in particular. For this
reason, it is becoming a gold standard for data privacy.
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A typical way to ensure differential privacy is by adding some statistical noise to
a program’s result. The amount of noise that needs to be added in order to ensure
the bound described by the privacy parameter ✏ depends on the particular program at
hand. This has motivated a large body of work in algorithm design aimed at designing
programs that are differentially private.
The design space of differential privacy is constrained also by the program’s utility,
i.e., the accuracy of the data analysis that the program performs. Having precise results
information is indeed often the very reason why we are interested in running a program
over some data. Fortunately, the algorithms community has developed algorithms that
can ensure differential privacy and at the same time can achieve a good level of accuracy.
An important aspect of the theory of differential privacy is that it provides several
composition schemes useful to compose different mechanisms. So, mechanisms become
basic building blocks that can be assembled by composition schemes. This way of
building differentially private programs is very attractive since it makes it easier to
reason about differential privacy also for programmers that are not privacy experts.
However, manually checking that these composed programs are differentially private
can be both tedious and rather subtle.
For this reason, several tools have been proposed with the goal of assisting a programmer in checking whether a given program is differentially private or not. In this
brief survey article, we summarize a range of approaches based on the use of logical
and verification techniques to ensure differential privacy. In particular, we will present
three: the first is based on the use of type systems for analyzing the sensitivity of a
program and was initiated by Reed and Pierce [2010]; the second is based on the idea
of relational verification in program logic and was initiated by Barthe et al. [2012];
the third mixes the use of type systems and relational verification by proposing a
relational type system and has been developed by Barthe et al. [2015]. Along the way,
we discuss some other developments that have built on these works to enlarge the space
of programs that can be verified differential privacy and to make these approaches
more effective.
Besides the formal methods approaches, there have been several other approaches
aiming at building systems for support differential privacy. We will discuss some of
them in the related work section.
We will begin this overview by presenting in the next section differential privacy in a
formal way.
2. DIFFERENTIAL PRIVACY

Differential privacy [Dwork et al. 2006] is a notion of privacy-preserving data analysis
that guarantees strong bounds on the increase in harm that a user I incurs as a result
of participating in the analysis, even under worst-case assumptions. More precisely,
differential privacy is a property of a program P asserting that for any two databases1
D, D0 2 dB differing only on the data of some individual I, and for any subset S ✓ R of
outputs, the probability that P releases an element of S on D is “almost the same” as
the probability that P releases an element of S on D0 . Quantitatively, “almost the same”
is defined in term of two parameters ✏,
0 as follows.
Definition 2.1 (Differential privacy [Dwork et al. 2006]). A randomized program P :
dB ! R is (✏, )-differentially private for ✏,
0 if for every D, D0 2 dB differing in one
row and for any subset S ✓ R we have
Pr[P (D) 2 S]  e✏ · Pr[P (D0 ) 2 S] + .

(1)

1 For

our presentation we will assume that a program’s input is always a “database,” a multiset of rows of the
same type, where each individual’s data is in a single row. More general definitions can also be considered.
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The parameter ✏ gives a bound on the increase of the probability of any specific event
if the individual I’s data is included in the analysis (including any bad event that the
individual may be worried about). The parameter can be thought of as the probability
of failure in providing this bound; it is typically very small (often zero). For small ✏, the
factor e✏ can be thought of as 1 + ✏. Both these parameters are crucial: ✏ is the privacy
cost, the larger ✏ is, the more information about individuals is potentially revealed
by the result; allows trading off privacy and utility. However, as we will see in the
following sections, not all the formal approaches to differential privacy have considered
> 0; some have focused only on ✏. In these cases we sometimes write ✏-differential
privacy instead of (✏, 0)-differential privacy.
A key concept in building differentially private algorithms is the notion of sensitivity:
Definition 2.2. A program P : A ! B is c-sensitive for c 2 R>0 if, for all x, y 2 A we
have
dB (P (x), P (y))  c · dA (x, y).

where dA and dB are metrics on A and B respectively.

In other words, a c-sensitive program magnifies changes in its inputs by at most a
factor of c. The definition of sensitivity requires some metric on the type of inputs and
outputs. In the following, for two databases D1 , D2 2 dB we will use a metric counting
the number of individuals that differs in D1 and D2 , and we will say that D1 and D2
are adjacent if they differ in only one individual.
Real-valued programs with limited sensitivity can be converted into ✏-differentially
private queries by using the Laplace mechanism [Dwork et al. 2006]. Here, we write
Lap(a, ) to denote the Laplace distribution centered in a with scale parameter ,
presented in Figure 1, whose probability density function is

1
2

e

|a

x|

.

T HEOREM 2.3 (L APLACE M ECHANISM). Let P : dB ! R be a c-sensitive deterministic program, and let Q : dB ! R be the randomized program Q = b. P (b) + N , where
N is a random variable distributed according to Lap(0, c✏ ). Then Q is ✏-differentially
private.
In other words, the Laplace mechanism converts the deterministic program P into a randomized program Q by adding noise from the
Laplace distribution. Note that the parameter of
the distribution—the ‘magnitude’ of the noise—
depends on both c and ✏: the stronger the privacy
requirement (smaller ✏) and the higher the sensitivity of P (larger c), the more noise must be
added to P ’s result to preserve privacy.
The Laplace mechanism ensures differential
privacy while also providing a strong accuracy
guarantee:

Pr

c

f (·)
Fig. 1: Probability distributions of
the Laplace mechanism for a csensitive function on two neighboring databases.

FACT 2.1. Let P : dB ! R be a c-sensitive
deterministic program, and let Q : dB ! R be the
randomized program Q = b. P (b) + N , where N is a random variable distributed
according to Lap(0, c✏ ). Then, for every ↵ 2 (0, 1],
h
ci
Pr |Q(x) P (x)| ln(↵ 1 ) ·
 ↵.
✏
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This can be visualized using the picture in Figure 1: with high probability, the Laplace
distribution will return a value close to the original one.
The Laplace mechanism ensures ✏-differential privacy for real-valued functions.
Another way of ensuring ✏-differential privacy for functions over arbitrary domains R
is the exponential mechanism [McSherry and Talwar 2007]. Let R be a set of outputs to
which we associate a score function F : dB ⇥ R ! R. Then, the exponential mechanism
can be used to output an element of R that approximately maximizes the score function.
T HEOREM 2.4 (E XPONENTIAL M ECHANISM [M C S HERRY AND T ALWAR 2007]).
Let F : dB ⇥ R ! R be a score function that is c-sensitive in dB. The exponential
mechanismExp(F, d, ✏) takes as input d 2 dB and returns r 2 R with probability
P

exp(✏F (d, r)/2c)
.
0
r 0 2R exp(✏F (d, r )/2c)

This mechanism is ✏-differentially private.

Several other mechanisms have been proposed for building differentially private
programs; see the recent book by Dwork and Roth [2014] for some of them. These
mechanisms can be composed using one of several composition principles offered by the
theory of differential privacy. The most basic is this one:
T HEOREM 2.5 (S EQUENTIAL C OMPOSITION). Let P1 and P2 be two differentially
private programs with parameters (✏1 , 1 ) and (✏2 , 2 ), respectively. Then P̂ (d) =
(P1 (d), P2 (d)) is an (✏1 + ✏2 , 1 + 2 )-differentially private program.
This composition theorem is a strong property of differential privacy, and it also holds in
an interactive setting where the program P2 has access to the result of P1 (d) (see Dwork
et al. [2010]).
Another form of composition, formulated in terms of partitions of the database [McSherry 2009], is also useful in the design of practical programs.
T HEOREM 2.6 (PARALLEL C OMPOSITION). Let P be a (✏, delta)-differentially private program and let (d1 , d2 ) be a partition of the database d in the two disjoint databases
d1 and d2 . Then the program
P̂ (d) = (P (d1 ), P (d2 ))
is also (✏, )-differentially private.
Other more complex composition principles can also be used, e.g. the “advanced composition” principle from Dwork et al. [2010]. We will briefly discuss it in the conclusions.
Differential privacy has many other attractive formal properties. Interested readers
can find more information in Dwork and Roth [2014].
3. TYPE SYSTEMS: THE FUZZ APPROACH

The first formal approach we introduce is based on the idea of using types to track the
sensitivities of parts of a program and basic typed primitives to guarantee that the
right amount of noise–proportional to the sensitivity—is added at appropriate points.
Specifically, we present an approach proposed by Reed and Pierce [2010] that considers
sensitivity as a resource and that uses linear-indexed types to explicitly track it. This
approach has been implemented in the language Fuzz [Haeberlen et al. 2011].
The idea behind the design of Fuzz is to use the type-checking procedure to ensure
that well-typed programs of a particular type are ✏-differentially private. (Fuzz does
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⌧,
e

::= R | !r ( ⌧ |

(types, r 2 R1
>0 )

⌧ |M

::= x | r | f | x :!r . e | e e | fix g. x. e | inji e | case e of x ! e or y ! e (expressions)
let M x = e in e | unit e
(environments)

::= ; | , x :!r

Fig. 2: Fuzz syntax
not support (✏, )-differential privacy yet, though work in this direction is underway.) In
particular, to ensure ✏-differential privacy, an expression e must be typed as follows:
` e : !✏ dB ( M R

(2)

d :!✏ dB. add_noise(count(d))

(3)

This type has three key components: first, the type M R representing the monadic
type of discrete probability distributions over the output type R; second, the linear
implication ( representing the space of 1-sensitive functions from !✏ dB to M R; third,
the type !✏ dB representing the type of databases whose metric is that of dB multiplied
by ✏, where the modality !✏ is indexed by the scaling factor ✏. Thus, the inhabitants of
the type !✏ dB ( M R are epsilon-sensitive programs mapping databases to probability
distributions.
As a concrete instance, the term

is a differentially private program that, given a database d, returns the number of
elements in it, using the counting function count plus some noise from the Laplace
distribution. We can give this program the type !✏ dB ( M R.
The fact that the type signature in (2) actually ensures differential privacy follows
from the soundness of the Fuzz type system. To explain this in more detail, we need
some additional formal preliminaries.
Figure 2 shows the formal grammar of a simplified core of Fuzz—a functional language with real-number constants, functions, fixpoints, conditionals (case), and the
constructors of the monad M (let and unit). Real numbers appear in Fuzz in two places:
as constants and as type annotations. The types are a linear refinement of the classical
simply typed lambda-calculus, with some extra annotations for tracking the sensitivity
of functions and with the monad M encapsulating probabilistic computations. In a
function with type !r ( ⌧ , the annotation r (drawn from R1
>0 , the set of positive reals
extended with 1) gives an upper bound on the function’s sensitivity. When r is 1, it
means that the sensitivity is not bounded. We define r + 1 = 1, and r · 1 = 1. We
write ! ⌧ as a shorthand for !1 ( ⌧ .
The expressiveness of Fuzz can be enhanced by giving special typing rules to some
standard arithmetic functions like addition and multiplication by a scalar; we elide
this here. Fuzz can also be extended by other linear type operators like ⌦ and &, and
by other algebraic data types [Reed and Pierce 2010]. Interestingly, to each of these
components one can associate a different metric.
Figure 3 shows the typing rules for this subset of Fuzz. The judgment ` e : can be
read as “the expression e has type under the assumptions in environment ,” where
records both the type of each free variable x appearing in e and an upper bound on
the sensitivity of e to changes in x. Formally, this is achieved by using environments
containing variable assignments of the form x :!r ⌧ . The intuitive meaning is that e can
be assigned type assuming x has type ⌧ , and moreover that e is r-sensitive in x.
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Sensitivities are managed via operations on typing environments. Given two environments and , we define the sum operation + as
+

= {x :!r1 +r2
[ {x :!r1
[ {x :!r2

| x :!r1 2 ^ x :!r2 2 }
| x :!r1 2 ^ x 62 dom( )}
| x 62 dom( ) ^ x :!r2 2 }.

Given r 2 R1
>0 and an environment , the product operation r ·
r·

is defined as

= {x :!r·r1 | x :!r1 2 }.

The (Const) rule assigns the type R to a real number constant r; since r does not depend
on the variables in , the rule does not require further assumptions. The (Prim) rule
assigns primitive functions their corresponding predefined types. The (Var) rule says
that the variable x has type ⌧ , if x is assigned the type ⌧ by the environment and
if the sensitivity annotation on x is at least 1 (since the value of x is 1-sensitive to
changes in x). The (( I) rule says that if e is r-sensitive in the free variable x, and if e
yields a value of type when x is of type ⌧ , then the lambda-abstraction x :!r ⌧.e is an
r-sensitive function of type !r ⌧ ( .
The most interesting rule is (( E): if e1 is an r-sensitive function from ⌧ to , and
if e2 has type ⌧ , then 1) the application e1 e2 has type , and 2) the sensitivity of e1 e2
in each free variable x is r times the sensitivity of e2 in x plus the sensitivity of e1
in x (because each use of x in e2 is “magnified” r times by the use that e1 makes of
its argument). Similar reasoning applies in the (Case) rule; another point specific to
this rule is that the expressions el and er are required to have the same sensitivity
annotations in their free variables. One way to enforce this constraint is taking for
each variable the maximum of the sensitivity they have in el and er . Rule (inji ) is for
typing the disjoint sum injections. Rule (unit) is for typing the monadic unit; notice that
the sensitivities in the environment are multiplied by 1, because unit applied to two
different values represents two distributions that (as we will see) are at distance 1. The
rule (let) is used to assign a type to the composition of two monadic computations. The
composition corresponds to sampling from the first computation and using the obtained
value in the second one. Notice that the environment in the conclusion of this rule is the
sum of the two environments from the premises; in particular, the 1 on the variable
associated with the sample does not appear in the result; this because the distance of
the result cannot depend on the sampled value. The fact that the sensitivities in the
environments are summed corresponds to the sequential composition principle from
Theorem 2.5. (The parallel composition theorem can also be internalized by using a
tensor product, omitted here. See Reed and Pierce [2010].)
The remaining constructors for expressions can be introduced as typed combinators.
For example the fixpoint combinator fix can be typed as ((!r ⌧ ( ) ! (!r ⌧ ( )) !
(!r ⌧ ( ). (The fixpoint itself has unbounded sensitivity, but its return type is an
r-sensitive function !r ⌧ ( .) Other primitives can be added as described by the rule
(Prim).
The operational semantics for Fuzz can be described via a standard small step
evaluation semantics (which we elide). The evaluation steps are described by judgments
of the shape e 7! e0 , asserting that the expression e evaluates to the expression e0 .
To connect the type system with the operational semantics and justify the way
the rules propagate sensitivities, each type ⌧ is equipped with a metric defining a
“distance” between values that is also lifted to expressions. A metric judgment of the
form ` e1 ⇡m e2 : ⌧ indicates that the expressions e1 and e2 are related at type ⌧ , and
that they are no more than distance m apart with respect to the metric on ⌧ (where
m 2 R10 and 1 + m = 1, 0 · 1 = 0, and m · 1 = 1 for m 6= 0). The metric on the
base type R is the standard distance metric on reals. Metrics for type constructors
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`r:R

f an r-sensitive fn in ! ⌧
(Prim)
` f : !r ( ⌧

(Const)

, x :!r ⌧ ` e :
` x :!r ⌧. e : !r ⌧ (
` e : ⌧i
`inji e : ⌧1
1·

⌧2

`e:
` unit e : M

` e1 :!r ⌧ (
` e2 : ⌧
(( E)
+ r · ` e1 e2 :

(( I)
`e:

(inji )

r 1
(Var)
, x :!r ⌧ ` x : ⌧

x :!r , ` el : µ
y :!r ⌧, ` er : µ
(Case)
` case e of x ! el or y ! er : µ

⌧
+r·

`e:M
x :!1 , ` e1 : M µ
(let)
+ ` let M x = e in e1 : M µ

(unit)

Fig. 3: Type assignment rules for Fuzz
like function types are defined in terms of the metrics on their components by logical
relations (see Reed and Pierce [2010]). As an example we just provide here the metric
on a type M , representing a notion of distance between probabilities. This is defined
as
⇣ Pr[e = v] ⌘
1
` e1 ⇡m e2 : M i↵ max ln
 m.
v:
Pr[e2 = v]

Notice that this corresponds to the differential privacy requirement.
The soundness of the type system is stated with respect to the metric: every expression
of type !r ⌧ ! actually computes a r-sensitive function from ⌧ to .
T HEOREM 3.1 (M ETRIC P RESERVATION). Let ` e :!r ⌧ !
e v1 7! e1 and e v2 7! e2 , then ` e1 ⇡r·m e2 .

and ` v1 ⇡m v2 : ⌧ . If

The proof of this theorem uses a metric step-indexed logical relation [Reed and Pierce
2010]. Using this theorem we can now state the formal connection between Fuzz typing
and differential privacy.
C OROLLARY 3.2 (D IFFERENTIAL P RIVACY). If
` e :!✏ dB ( M A

in Fuzz then e is ✏-differentially private.
An example in Fuzz

Consider the simple query “How many patients at this hospital are over the age of 40?”,
and suppose that we have the following functions available:
over_40 : row ! B
size : dB ( R
filter : (row ! B) ! dB ( dB

The predicate over_40 (which can be programmed in Fuzz) simply determines whether
or not an individual database row indicates that the corresponding patient is over
the age of 40. The primitive function size takes an entire database, and outputs how
many rows it contains; its type records the fact that this operation is 1-sensitive. The
higher-order primitive function filter takes a predicate on database rows and a database;
it returns the subset of the rows in the database that satisfy the predicate. This filtering
operation also has a sensitivity of 1 in its database argument.
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With these functions in place, the query can be written as the program
d :!✏ dB. add_noise (size (filter over_40 d)) : !✏ dB ( M R,
where add_noise is the primitive adding noise according to the Laplace distribution.
Dependent types

As presented so far, Fuzz provides a useful analysis only for programs where sensitivities
are statically bounded. When the sensitivity depends on program inputs, Fuzz can only
show that the program is 1-sensitive, a trivial bound. This is a serious limitation:
many private mechanisms use iteration, and by composition, the total privacy level
(i.e., function sensitivity) is often a function of the number of iterations. Typically this
number controls the accuracy-privacy tradeoff of the computation, and it is an input to
the program.
To address this problem Gaboardi et al. [2013] proposed DFuzz, which can be seen as
an extended version of the Fuzz type system allowing a lightweight form of dependent
typing akin to sized types. The idea is to have types reflect size information of certain
forms; nat[2] is the type of the natural number 2; list(⌧ )[3] is the type of lists of length
3 with elements of type ⌧ ; real[0.5] is the type of the real number 0.5. (Notions of sized
types can be defined for general inductive types, but to demonstrate the idea it is
enough to consider natural numbers and lists, along with a sized type for reals.) Size
information can also involve variables, known as size variables. These variables can
describe relationships between the sizes of different expressions, even when the size is
not statically specified. For instance, a function for reversing a list of booleans could
have the type
8i. list(bool)[i] ! list(bool)[i],

indicating that the function preserves the length of the list, represented by the size
variable i. Besides allowing simple size variables and constants as annotations, DFuzz
features a small language of size expressions S:
S ::= i | n | S + S

With size annotations, we can reflect the sizes of the input parameters in the types.
For instance, an input parameter representing the number of iterations can be given
type nat[i]. To connect this information with the sensitivity, DFuzz defines a language of
sensitivity expressions R:
R ::= k | r | S | R + R | R · R | 1

These annotations generalize the sensitivities in Fuzz: they can be real constants (as in
Fuzz), or they can be variables, size expressions, or arithmetic combinations of other
sensitivity expressions. By enriching the sensitivity language, DFuzz is able to model
sensitivities that are not known statically. For instance, a function that has sensitivity 3
times the input parameter—possibly representing the number of iterations—is reflected
by the DFuzz type 8i. !3·i nat[i] ( real.
The inclusion of size variables requires additional bookkeeping in the judgments.
First, judgments track the size and sensitivity variables that are in scope with a index
variable context . Second, judgments can also record equality statements about size
expressions. This information is crucial for recording information in case analyses on
sized types. For instance, when we perform a case on an expression with type nat[S], the
two cases should record our assumptions about the size expression S: in the first case,
S = 0, while in the second case, S = i + 1 for a fresh size variable i. This information is
stored in the constraint context , which is a conjunction of equalities S1 = S2 .
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function cdf (eps : num[e]) (buckets : list(num)[i])
(b :[i * e] dB) : M list(num)[i]{
case buckets of
[]
=> unit []
| (x :: y) =>
res = filter (fun n => n<x) b;
let M count = add_noise eps (size res);
recstep = cdf eps y b;
unit (count :: recstep)
}

Fig. 4: Pseudo-code for the Cumulative Distribution Function in DFuzz
Putting everything together, DFuzz judgments have the following form:
; ;

` e : ⌧.

The rules of the type system for DFuzz are an extension of the ones for Fuzz. As an
example, here is the rule for conditionals:
; ; ` e : list(⌧ )[S]
; ^ S = 0; ` u1 :
, i : ◆; ^ S = i + 1; , x :!R list(⌧ )[i], y :!R ⌧ ` u2 :
; ; + R · ` case e of nil ! u1 or cons(y, x[i]) ! u2 :

(Dcase)

DFuzz’s expressive power also comes from the availability of a subtyping relation (for
sizes and sensitivities) and the availability of universal and existential quantifiers over
size and sensitivity variables (see Gaboardi et al. [2013]). Finally, DFuzz enjoys a metric
preservation theorem analogous to Theorem 3.1, ensuring differential privacy.
An example in DFuzz

We show how to use DFuzz to type an algorithm that computes the Cumulative Distribution Function (CDF) as presented by McSherry and Mahajan [2010]. Given a database
of numeric records and a list of “buckets” defined by cutoff values, it computes the
number of records in each bucket. There are several variants of this algorithm with
different privacy/utility tradeoffs. We consider the one counting the number of record in
each bucket and adding independent noise to each of them.
We show how this algorithm can be written in Fuzz concrete syntax in Figure 4. We
use several basic data types and primitive extending the ones we used in Section 3.
The list of buckets has type list(num)[i] asserting that it consists of a list of numbers
of length i, for a size variable i. The return type is similar, except for the presence of
the monad M asserting that the output is a distribution over lists of numbers of length
i. The epsilon parameter eps has a precise type num[e] asserting that it is equal to
the sensitivity variable e. We omitted the binder for size and sensitivity variables for
keeping the notation lighter but both of them are quantified universally. The database
is encoded with the type dB and we assume that a database is a multiset or bag of
numbers. On this datatype we also have a filter operation filter that remove all the
database elements that do not satisfy a given predicate. We use this predicate to collect
only the elements that are in a particular bucket.
The bulk of the code is an iteration on the list of buckets of the filter operation with
predicates that depends on each bucket value followed by counting and adding noise.
Notice that because of this iteration the sensitivity depends on the number of buckets.
For this reason, the database variable b in the type signature has the sensitivity
annotation [i*e] asserting that overall cdf is i*e-differentially private. To ensure this
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typing the type-checker uses assumptions about the sensitivity of the test when typing
the case constructor, as described by the rule (Dcase) presented above. Notice that in
Fuzz this example cannot be proved differentially private because of this dependency.
Further developments

The approach proposed by Fuzz has been extended in different directions. Eigner and
Maffei [2013] extend the type system of Fuzz to consider a notion of local state and to
integrate ideas from type systems for cryptographic protocols. This extension has been
used to verify differential private concrete distributed protocols. D’Antoni et al. [2013]
provide an automated sensitivity inference tool for Fuzz where the actual type-inference
process is built on top of a familiar ML-like language by using SMT solvers to handle
the numerical annotations. Using a similar approach, Azevedo de Amorim et al. [2014]
study instead the type checking problem for DFuzz.
4. RELATIONAL HOARE LOGIC: THE CERTIPRIV APPROACH

The second approach that we summarize is based on the idea of using relational Hoare
logic for verifying differential privacy, as implemented in the tool CertiPriv [Barthe
et al. 2012]. In traditional Hoare logic one can reason about a program using logical
predicates as pre- and post-conditions in judgments of the form
`c:

=) .

Intuitively (and ignoring termination issues), this judgment expresses the fact that
given a memory m satisfying the logical predicate (the precondition), the command
c will produce a memory m0 satisfying the logical predicate (the postcondition). In
relational Hoare logic, one instead reasons about two programs, with logical relations as
pre- and post-conditions. This approach was first introduced by Benton [2004] as a way
to prove the correctness of compiler optimizations for a core (deterministic) imperative
language. This approach can be made formal by using judgments of the form
` c1 ⇠ c2 :

=) .

Intuitively, this judgment expresses the fact that given two memories m1 , m2 satisfying
the logical relation (the precondition), the command c1 and c2 will produce memories
m01 and m02 satisfying the logical relation (the postcondition).
The logic proposed by Barthe et al. [2012] is an approximate, probabilistic, and
relational Hoare logic, named apRHL, for reasoning about differential privacy. The
approximate in apRHL refers to the fact that in this logic one can prove statements
about approximate equivalence between probabilistic distributions—in other words one
can reason in a principled way about notions of distance over distributions.
Judgments in apRHL are of the form2
` c1 ⇠h✏,

i

c2 :

=) ,

(4)

where c1 and c2 are probabilistic programs, and are relations over memories, and
✏, are real values representing the parameters of differential privacy and describing
some notion of distance over the distributions computed by the probabilistic programs
c1 and c2 .
When c is a probabilistic program and c/ and c. are two copies of c resulting from
renaming the variables in c in two different ways, one can use judgments of this form
to assert differential privacy. The reading of this judgment is that, if
` c/ ⇠h✏,

i

c. :

=) out/ = out.

2 The

original apRHL rules are based on a multiplicative privacy budget. We adapt the rules to an additive
privacy parameter for consistency with the rest of the article.
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` c1 ⇠h✏, i c2 : ^ b1 =)
` d1 ⇠h✏, i d2 : ^ ¬b1 =)
` if b1 then c1 else d1 ⇠h✏, i if b2 then c2 else d2 : ^ b1 = b2 =)
` c1 ⇠h✏,

i

c2 : ⇥ ^ b1 ^ k = e =) ⇥ ^ k < e
⇥ ^ n  e =) ¬b1
⇥ =) b1 = b2
[while]
` while b1 do c1 ⇠hn✏,n i while b2 do c2 : ⇥ ^ 0  e =) ⇥ ^ ¬b1
` c1 ⇠h✏,

` y1
` y1

$

[cond]

$

c2 : =) 0 ` c01 ⇠h✏0 , 0 i c02 :
` c1 ; c01 ⇠h✏+✏0 , + 0 i c2 ; c02 : =)
i

Lap✏ (e1 ) ⇠h|e1

Exp✏ (s1 , e1 ) ⇠h✏ maxr |s1 (x1 ,r)

e2 |✏,0i

y2

$

s2 (x2 ,r)|,0i

0

=)

[seq]

Lap✏ (e2 ) : true =) y1 = y2
y2

$

[lap]

Exp✏,s (s2 , e2 ) : s1 = s2 =) y1 = y2

[exp]

Fig. 5: Selected proof rules of apRHL
is derivable, then c is (✏, )-differentially private with respect to the relation on initial
memories—here out denotes the output value of c, so out/ and out. respectively denote
the outputs of the first and second runs of c. In particular, the relation can be the
adjacency condition over databases as in the usual definition of differential privacy.
The fact that the judgment of Equation 4 actually ensures differential privacy follow
from the soundness of the logic. In order to express the notion of valid judgment and
hence to state soundness of the logic, we first need some more formal preliminaries.
apRHL expresses judgments on pW HILE commands defined by the following grammar:
c ::= skip | c; c | x

e|x

$

Lap✏ (e) | x

$

Exp✏ (e, e) | if e then c else c | while e do c

where x is a variable and e is an expression drawn from a language including simply typed lambda terms and basic operations on booleans, lists and integers. The
only non-standard commands are the probabilistic assignments involving Lap✏ (e) and
Exp✏ (e, e) which internalize the (discrete version of the) mechanisms of Theorem 2.3
and Theorem 2.4 with parameter ✏.
The original presentation of the apRHL logic [Barthe et al. 2012] is organized in three
sets of rules: the first set includes a set of core rules, the second set includes rules for
mechanisms such as the Laplace and Exponential mechanisms, the third one includes
generalized rules for loops. We omit the latter and we present a selection of the first
two sets of rules in Fig. 5. Before introducing validity for judgments in apRHL we first
need to define the semantics of pW HILE programs.
The semantics of pW HILE is probabilistic. To describe probabilities we consider the
set M A of sub-distributionsPover a set A. This is the set of functions µ : A ! [0, 1] with
discrete support such that x2A µ x  1; when equality holds, µ is a true distribution.
Sub-distributions can be given the structure of a monad3 : for every function g : A ! M B
and distribution µ : M A, we define g ? µ : M B to be the sub-distribution
X
def
g? µ =
b.
(g a b)(µ a),
a2A

The unit of the monad is given by the function a.1a : A ! M A that given an element
a 2 A returns a probability distribution with all the mass assigned to the value a.
3 That

is why we use the notation M A.
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The semantics of a well-typed pW HILE program is defined by its (probabilistic) action
on memories; we denote the set of memories by M. A program memory m 2 M is a
partial assignment of values to variables. Formally, the semantics of a pW HILE program
c is a function JcK : M ! M M mapping a memory m 2 M to a distribution JcK m 2 M M.
The denotational semantics of programs is largely standard and we provide here as an
example the interpretation of some selected constructions:
JskipK m = 1m
Jc1 ; c2 K m = Jc2 K? (Jc1 K m)
Jif e then c1 else c2 K m = if (JeK m = true) then (Jc1 K m) else (Jc2 K m)

skip is interpreted using the unit of the monad while the sequential composition ; is
interpreted by using the composition of the monad. We also show the interpretation
of the conditional to illustrate that the interpretation of commands requires also an
interpretation of expressions JeK : M ! M.
It will be convenient to use an alternative characterization of (✏, )-differential privacy
based on the notion of ✏-distance. Given µ1 , µ2 2 M A, the ✏-distance ✏ is defined as
✏ (µ1 , µ2 )

def
= max (µ1 S

S✓A

e✏ µ2 S),

P
def
where µ S =
0. By the definition of ✏-distance, a
✏ (µ1 , µ2 )
a2S µ a. Note that
probabilistic program c is (✏, )-differentially private with respect to ✏ > 0,
0, if for
every two adjacent memories m1 and m2 , we have
✏ (JcK

m1 , JcK m2 )  .

The validity in apRHL can be described in terms of a particular monadic lifting L✏, (·)
that turns a relation ✓ M ⇥ M over memories into a relation L✏, ( ) M M ⇥ M M,
where the lifting is defined as:
Definition 4.1 (Lifting of a relation). Given ✓ M ⇥ M, we have L✏, ( ) µ1 µ2 iff
there is a distribution µ 2 M (M ⇥ M) such that

(1) µ (a, b) > 0 implies (a, b) 2 ,
(2) ⇡1 µ  µ1 and ⇡2 µ  µ2 , and
(3) ✏ (µ1 , ⇡1 µ)  and ✏ (µ2 , ⇡2 µ)  ,
P
P
where ⇡1 µ = x. y µ (x, y) and ⇡2 µ = y. x µ (x, y).

This notion of lifting generalizes the notion of coupling, used in probability theory to
represent a possible joint distribution µ of µ1 and µ2 , see Barthe et al. [2015] for more
general uses of this lifting relation. We can now define validity in apRHL as follows.
Definition 4.2 (Validity in apRHL). A judgment ` c1 ⇠h✏,

i

c2 :

=)

is valid iff

8m1 , m2 . m1 m2 =) L✏, ( ) (Jc1 Km1 )(Jc2 Km2 )

Using this notion of validity, the definition of lifting and the definition of ✏ distance one
can prove the following theorem stating the correctness for differential privacy.
T HEOREM 4.3 (D IFFERENTIAL P RIVACY IN apRHL).
Let c be a pW HILE command, if
` c/ ⇠h✏,

i

c. : adjacent =) =

Then, c is (✏, )-differentially private.
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An example in CertiPriv

As an example, we describe a differentially private algorithm for computing partial
sums over lists of integer values taken from a bounded interval [0, M ]; the example is a
mild generalization of the one presented by Chan et al. [2011], which considers the case
M = 1 for privately computing more elaborate statistics over streams, including for
instance heavy hitters. Given a list a of length n, the goal of the algorithm is to release
Pj
private approximations of the partial sums c[j] = i=0 a[i], for all j  n. The two most
immediate approaches for achieving this goal are:
(1) input perturbation: add Laplace noise to each element of the list and compute all
partial sums using the noised list;
(2) output perturbation: compute partial sums accurately and add Laplace noise to
each partial sum.

However, the first approach offers poor privacy and good accuracy, and the second
one offers poor accuracy but good privacy. A more suitable solution, which achieves a
reasonable trade-off between privacy and accuracy, combines these two approaches,
using the more private but less accurate approach for computing partial sums on chunks
of the list, and the less private but more accurate approach for computing partial sums
of the list from the partial sums on chunks. More specifically, we assume that the list a
has length n = q · m. The algorithm is shown in Figure 6, using array notation.
SmartSum (a: list(int))(epsilon:R): list(real)
j = 0; s = 0; x = 0;
while (j < n){
x = Lap(epsilon,a[j]);
if j mod q = 0 {c[j] = c[j-q] + s + x; s = 0;}
else {s = s + a[j]; c[j]= c[j-1] + x;}
return c;

Fig. 6: CertiPriv code for computing partial sums

The privacy analysis of the algorithm can be established in three steps. First, one performs code rewriting to obtain a semantically equivalent program which uses explicitly
the two naive solutions: output perturbation and input perturbation. Then, one proves
that each of these algorithms is differentially private. Finally, one uses the rule for
loops to conclude that the smart sum algorithm achieves 2✏-differential privacy, when
M = 1. For other values of M , the noise must be proportional to M in order to achieve
privacy. In fact, the rule for loops we presented in Figure 5 yields an overly conservative
privacy bound, so a more advanced rule is also needed to prove 2✏-privacy, see Barthe
et al. [2012].
Further developments

Barthe et al. [2013] have used EasyCrypt—a tool for verifying cryptographic protocols
based on a logic similar to CertiPriv—to verify that programs are computational
differential private. This is a computational analogous of the standard definition of
differential privacy [Mironov et al. 2009]. Barthe et al. [2014] have developed an
approach to reduce the derivability in apRHL to derivability in standard Hoare Logic
and use the latter to verify differential privacy. This can be done by duplicating part
of the code of the original program and by using ghost variables to keep track of the
privacy budget.
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5. RELATIONAL TYPE SYSTEMS: THE HOARE2 APPROACH

The third approach we present combines the advantages of the two approaches we
presented before: the higher order approach of Fuzz with the expressiveness of apRHL.
This approach is based on the use of Higher Order Approximate Refinement types and it
has been implemented in the tool HOARe2 [Barthe et al. 2015].
The idea of refinement types is to specify properties of expressions with types of the
form {x :: | }. This should be read as: “x is a variable of type , satisfying the logical
formula ”. These assertions serve two purposes: (1) they express facts about the code
(both the whole program and subprograms) and (2) they assert mathematical facts
about primitive operations. A refinement type system formally verify that the first kind
of annotations are correct, while assuming the assertions of the second kind as axioms.
Similarly to apRHL, in HOARe2 the assertion is relational: it can refer to two “copies”
of each variable x, usually written x/ and x. . The idea is that one may make assertions
about two runs of the same program, where in the first run one can use the variable
x/ , and in the second one the variable x. . For instance, the type {x :: N | |x/ x. |  k}
models pairs of natural numbers which differ by at most k. Relational refinements can
be used to model (✏, )-differentially private computations as follows:
` e : {x :: dB | adjacent(x/ , x. )} ! M✏, [{y :: U | y/ = y. }],

(5)

This typing judgment can be read as e is a program that run over two adjacent databases
x/ and x. returns as outputs two probability distributions satisfying the definition
of differential privacy. In particular, the output type uses once again a monad for
probabilistic computations. Now, however the monad is parametrized by ✏ and , and
the underlying type is a relational refinement stating that in the two runs one needs to
consider only the probability of returning the same value—as required by the definition
of differential privacy. Once again the fact that the typing judgment in Equation 5
actually ensures differential privacy follows from the soundness of the type system and
we will now give more details to understand it.
HOARe2 is a relational type discipline for a -calculus with probabilities, inductive
types and recursion. For simplicity, here we will consider a terminating fragment4 of
HOARe2 , we refer to Barthe et al. [2015] for the presentation of the full system.
Most of the syntax of expression is standard and similar to the one of Fuzz presented
in Section 3. However, HOARe2 also have a set of relational expressions built over
the set of relational variables. These are variables x with associated a left instance
x/ and a right instance x. . Expressions are used in the subject of typing judgments,
and correspond to the actual programs to which one can assign semantics. Relational
expressions are used in assertions that can appear in refinement types. Similarly,
HOARe2 distinguishes simple types, expressing properties of a single interpretation of
an expression, and relational types, which express properties about two interpretations
of an expression. Relational types extend the grammar of simple types with relational
refinements, and use a dependent function type rather than standard function types.
Simple types are standard while relational types are elements of the following grammar
T, U 2 T ::= ⌧e | M✏, [T ] | ⇧(x :: T ). T | {x :: T | }

where ⌧e is a basic type. The type ⇧(x :: T ). U corresponds to the dependent type product
of T over U indexed by x. A type of the shape {x :: T | } refines the type T using the
assertion . In both these types the bound variable is required to be relational, to bound
both the left instance x/ and the right instance x. of the bound variable x. Assertions
are built from primitive assertions using the standard connectives and quantification
4 In

fact, HOARe2 doesn’t require termination but uses a partiality monad to track possibly unbounded
recursions. This ensures the consistency of the system even in presence of higher-order refinement types.
ACM SIGLOG News

47

January 2016, Vol. 3, No. 1

(d1 , d2 ) 2 Je
⌧ K2
(d1 , d2 ) 2 Le
⌧ M✓

J K✓nx/ 7! d1 o

(d1 , d2 ) 2 LT M✓

(f1 , f2 ) 2 J|T | ! |U |K2

x. 7! d2

(d1 , d2 ) 2 L{x :: T | }M✓

µ1 , µ2 2 M[|T |]
L✏, (LT M✓ ) µ1 µ2
(µ1 , µ2 ) 2 LM✏, [T ]M✓

8(d1 , d2 ) 2 LT M✓ . (f1 (d1 ), f2 (d2 )) 2 LU M✓{x/ 7! d1 ,x. 7! d2 }
(f1 , f2 ) 2 L⇧(x :: T ). U M✓

Fig. 7: Relational interpretation of types

over both relational and standard variables. Primitive assertions are equalities and
inequalities over relational expressions.
The simply typed part of HOARe2 is standard and omitted here. Simply typed terms
are interpreted using a denotational semantics that is also largely standard. In particular, similarly to what happens in apRHL, a simply typed monadic type M T̂ is interpreted
as the space of discrete probability distributions over elements in the interpretation of
the simple type T̂ . The relationally typed part of HOARe2 is less standard and requires
several ingredients. A relational environment G is a finite map defined by relational
bindings (x :: T ) s.t. a variable is never bound twice and only relational variables are
bound. We write xG for the application of the finite map G to x.
A valuation ✓ is a map from variables to the interpretation of valus. Given a valuation
✓ we can interpret relational assertions and relational types. Assertions are interpreted
relationally in the expected way where some care is needed for quantifiers since the
interpretation distinguishes between binders for relational and standard variables.
Relational types are interpreted as sets of pairs of elements of the interpretation
of the erased type. The formal interpretation is given in 7 where |·| is a type erasure
from relational to simple types, which maps dependent products to function spaces,
and erases refinements and the indexes of the probabilistic monad. The definition of |·|
extends recursively to relational environments.
Notice that a pair (d1 , d2 ) is in the relational interpretation of a refinement {x :: T | }
if the assertion holds in a relational context where d1 and d2 are assigned to x/ and
x. , respectively. The relational interpretation of the dependent product is defined in
a logical relation style: it relates function elements f1 , f2 that map related elements
d1 , d2 (in LT M✓ ) to related elements (in LU M✓{x/ 7! d1 ,x. 7! d2 } ).
The monadic type LM✏, [T ]M✓ is interpreted using a lifting construction L✏, (·) that
turns a relation on T1 ⇥T2 into a relation L✏, ( ) on M T1 ⇥M T2 , where the lifting is
defined similarly to the one presented in Definition 4.1.
The relational typing rules proves judgments of the shape G ` e1 ⇠ e2 :: T expressing
the fact that e1 and e2 are well typed at the relational type T under the relational
environment G. We give a selection of the typing rule in Figure 8 where we use G ` e :: T
as a shorthand for G ` e ⇠ e :: T .
As in relational Hoare logic [Benton 2004], one can distinguish between 1-sided and
2-sided rules; the latter operate on both expressions of the judgments, whereas the
former operate on a single expression and can relate expressions that have different
shapes.
The case construction is an example of a rule with both a 1-side and a 2-side version.
The 1-side rule requires a synchronicity condition: the same branch must be taken in
the left and right expressions. For the case of lists, this is ensured by requiring that the
matched lists are either both empty or both non-empty. In contrast, the 2-sided rule
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C

G ` e :: ⌧e list
8✓. ✓ ` G =) J(|e|/ = ✏) , (|e|. = ✏)K✓
G, x :: ⌧e, y :: ⌧e list, {|e|/ = x/ :: y/ ^ |e|. = x. :: y. } ` e2 :: T
G ` case e with [✏ ) e1 | x :: y ) e2 ] :: T

G`T
G ` e1 :: T

G ` e1 :: M✏1 , 1 [T1 ]
G ` M✏2 , 2 [T2 ]
G, x :: T1 ` e2 :: M✏2 , 2 [T2 ]
M
G ` let M x = e1 in e2 :: M✏1 +✏2 , 1 + 2 [T2 ]

AR

e1 ! e01
G ` e1 ⇠ e2 :: T
0
G ` e1 ⇠ e2 :: T

G`T
|G| ` e : ⌧e list
|G| ` e0 : |T |
0
G, {|e|/ = ✏} ` e1 ⇠ e :: T
G, x :: ⌧e, y :: ⌧e list, {|e|/ = x/ :: y/ } ` e2 ⇠ e0 :: T
AC
G ` case e with [✏ ) e1 | x :: y ) e2 ] ⇠ e0 :: T
Fig. 8: Relational Typing (Selected Rules)

does not require this condition. The reduction rule (AR) close typing under reduction,
and is useful to relate expressions that do not have the same shape.
The main property of the refinement typing is the soundness with respect to the
denotational semantics. This is expressed by the following theorem.
T HEOREM 5.1 (S OUNDNESS). If G ` e1 ⇠ e2 :: T , then for every valuation ✓ validating G we have (Je1 K✓ , Je2 K✓ ) 2 LT M✓ .
It follows that HOARe2 accurately models differential privacy.
C OROLLARY 5.2 (D IFFERENTIAL P RIVACY). If

` e :: {x :: dB | adjacent(x/ , x. )} ! M✏, [{y :: ⌧ | y/ = y. }]

then JeK is (✏, )-differentially private.

HOARe2 is very expressive and in particular all the (terminating) programs of
DFuzz can be embedded in it. To do this, the first step is to define by using assertions a predicate D for each type. Then, one can define an map ( )⇤ on types, terms
and contexts of DFuzz turning them in corresponding components of HOARe2 ensuring
similar invariants. One then have the following:
T HEOREM 5.3 (DFuzz E MBEDDING). If ; ;
⇤

where D (

⇤
/,

⇤
.)

=

,
P

⇤

,

⇤

x:!R 2

⇤

⇤

`D e : ⌧ then

` e :: {y :: ⌧ | D⌧ (y/ , y. )  D (

⇤
/,

⇤
. )},

R · D (x/ , x. ).

The main insight to prove this theorem is that one can define the metric of DFuzz—
which is defined by logical relations—by using refinements. Then, the type system
permits to preserve this invariant for the whole translation.
An example in HOARe2

As an example we describe here an algorithm for privately answering a large set of
queries. The Laplace mechanism is a p
simple solution, but it’s known that this will add
noise to each query proportional to k for k queries under (✏, )-privacy. When k is
large, the large noise will make the released answers completely useless. Fortunately,
there is a line of algorithms where noise is added in a carefully correlated manner,
guaranteeing privacy while adding noise proportional only to log k. We present one such
algorithm, called DualQuery [Gaboardi et al. 2014]. The algorithm is parameterized
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by a natural number s and a set qs of queries to answer accurately. The input is the
number of rounds t and database b, and the output is a private synthetic database that
is accurate for the given queries. The code of the algorithm is in Figure 9. We encode the
Function DualQuery ({t::num | t/ = t. }) ({b::list(num) | adjacent b/ b. })
: Ms· t2 ·✏,0 [{l::list(num) | l/ = l. }] {
match t with
| 0
-> unit []
| 1 + t’ -> let M curdb = DualQuery t’ b
in
let M e = expmech b (build_quality t’ curdb in)
in
let M new_qry = sampleN s e
in
unit ((opt new_qry) :: curdb)
}

Fig. 9: Pseudo-code for DualQuery in HOARe2 .

database as a list of natural numbers; adjacent databases are lists of the same length
differing in one element. We represent the output of the mechanism as a list of selected
records, each encoded as a natural number.
The algorithm performs t steps, producing one record of the synthetic database in
every round. For each round, we first build a quality score—a function from queries to
real numbers—based on the previously produced records, using the auxiliary function
build_quality. If we think of the current records as forming an approximate database,
the quality score measures how poorly the approximation performs on each query.
We then sample s queries using the exponential mechanism with this quality score;
queries with higher error are more likely to be selected. These queries are fed into an
optimization function opt, which chooses the next record to add to the approximate
database.
The only private operation we use in this example is the exponential mechanism.
This is defined as a primitive implementing the mechanism presented in Theorem 2.4.
The quality score we generate at each round i has sensitivity i, and so a draw form
the exponential mechanism is i✏-private. Since i is upper bounded by t and there are
s samples per round, the privacy cost per round is bounded by s·t·✏. With t rounds in
total, the whole algorithm is s·t2 · ✏-private. This guarantee is reflected in the type of
DualQuery:
{t :: N | t/ = t. } ! {db :: list(num) | adjacent(db/ , db. )} ! Ms·t2 ·✏,0 [{l :: list(num) | l/ = l. }].

The type states that for two runs with adjacent databases, dualquery will return
synthetic databases that are s·t2 · ✏ apart, where t is the number of iterations and s is
the number of samples used.
Further developments

The ideas of relational verification using HOARe2 has been also used in the context of
verifying incentive properties in auctions and games [Barthe et al. 2015].
6. RELATED WORK

Formal techniques have been applied to guarantee differential privacy using other
computational models as well. Tschantz et al. [2011] consider a verification framework
for interactive private programs, where the algorithm can receive new input and produce
multiple outputs over a series of steps. Their approach is based on verifying the correct
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use of differentially private primitives. Their programs are modeled by probabilistic I/Oautomata, and they provide a proof technique based on probabilistic bisimulation. Their
method is currently limited only to ✏-differential privacy. Chatzikokolakis et al. [2014a]
study a similar approach based on bisimulation in the context of process algebras. They
also extend their approach to consider different metrics. Xu [2012] proposes techniques
to ensure differential privacy in a distributed setting using a probabilistic process
calculus.
Many other tools supporting development of differentially private programs have
been designed without using formal methods. We describe some of them here. The first
approach proposed to ensure ✏-differential privacy was based on the idea of designing
agents tracking at runtime the privacy budget consumption, and aborting the computation when the budget is exhausted. This approach was proposed by McSherry and
implemented in PINQ [McSherry 2009] a set of encapsulation methods for LINQ—a
SQL-like language embedded in C#. The idea behind the PINQ design is to use program
annotations describing the amount of noise each component needs, and a runtime monitor to check that the total amount of noise respects the privacy bound ✏. Airavat [Roy
et al. 2010] combines an approach similar to PINQ with access control in a MapReduce
framework. While PINQ is restricted to ✏-differential privacy, Airavat can handle also
approximate differential privacy using a runtime monitor for .
More recently several works have extended the approach of PINQ. Proserpio et al.
[2014] extend PINQ with weighted datasets, which give natural descriptions of graph
algorithms. Ebadi et al. [2015] extend PINQ with a formal model using ideas from
provenance to track the data of individuals and to ensure a refined version of differential
privacy named personalized differential privacy.
Mohan et al. [2012] propose a platform for private data analysis based on the sampleand-aggregate framework [Nissim et al. 2007] that optimizes utility for certain queries.
One advantage of this approach is that it can be applied to programs considered
as black-boxes, but it provides good accuracy guarantees only for a limited set of
programs. Mir et al. [2013] develop a framework to release aggregate mobility data
using differential privacy. Chatzikokolakis et al. [2014b] develop tools using differential
privacy to protect the location of individuals in geo-location systems. Eigner et al. [2014]
develop an architecture for distributed differential privacy using several mechanisms
achieving optimal utility also in a distributed scenario. Erlingsson et al. [2014] develop
a framework for achieving differential privacy based on the randomized response
approach [Warner 1965]. Narayan et al. [2015] develop a system ensuring differential
privacy and using zero knowledge proofs to guarantee the consistency of the program’s
output.
7. CONCLUSION AND FURTHER DIRECTIONS

Differential privacy is emerging as a gold standard for data privacy. Designing methods
and tools for supporting the development of differentially private programs is crucial.
We have summarized a range of approaches based on the use of logical and verification
techniques to support the design of differentially private programs.
An appealing aspect of differential privacy is its support for composition schemes.
Most of the techniques we have described in this article support the sequential and
parallel composition described by Theorem 2.5 and Theorem 2.6, respectively. In the
differential privacy literature there are other composition schemes that give better
guarantees—similar accuracy but with less privacy cost. An important example is the
“advanced composition” theorem from Dwork et al. [2010], which permits trading off ✏
with . Informally, the theorem states that if we run n programs, P1 (D), . . . , Pn (D), on
the same dataset D, and if each of them is (✏, )-differentially private, then the resulting
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p
program is roughly ( n✏, n )-differentially private. None of the methods we presented
here support it yet.
The approaches we presented have focused so far on developing methods and tools to
ensure the privacy bound neglecting the accuracy guarantee. However, guaranteeing a
good accuracy for programs is fundamental in practice. Accuracy statements usually
take the form Pr[|P (x) x| ↵]  , expressing the fact that the program P (x) returns
a result at distance greater than ↵ from the non-noised value x with probability less
than . An example is Fact 2.1. These accuracy statements are natural requirements for
probabilistic computations, and they appear in many practical situations like energyefficient computation, audio-video streaming programming, etc. Interestingly, the proofs
of these statements pose important challenges to verification. Even when they are not
too complex, they depend on a wide range of probabilistic tools like concentration or
union bounds, properties of expectation, reasoning principles using independence or
conditional independence of random variables, martingales, etc. These are all challenges
that must be addressed in order to provide full support for differential privacy.
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SEM

S EMANTICS C OLUMN
MICHAEL MISLOVE, Tulane University
mwm@math.tulane.edu

We begin the New Year with a column by Andy Pitts on Nominal Techniques. Nominality – the property of being nominal (as the dictionary defines it) – refers to the
use of names. Nominal techniques offer a method to define locality of variables in programming languages, for example. Andy’s survey covers a wide range of applications,
provides a brief history of the area, a state-of-the-art summary and a glimpse into issues that remain unresolved. Because the article is so thorough, there’s not much to
add to his discussion.
The mathematical structure that nominal techniques rely on is Fraenkel-Mostowski
Set Theory (FM), an approach developed in the 1920s and 1930s (see the bibliography
to Andy’s column for the precise references). It occurs to me that it might be useful to
describe the original intended application for this theory, and to place what is probably
an unfamiliar theory for most readers in the context of the more familiar “everyday”
set theory we use.
The standard set theory in use today is Zermelo-Fraenkel Set Theory (ZF), which
was devised in the early 1900s after many unsuccessful or partially successful attempts to set mathematics on a firm foundation. ZF is based on a set of axioms, most
of which are fairly straightforward, but two of which deserve special mention for this
discussion. It’s traditional to start with the Axiom of Extension: two sets are equal if
and only if they have the same elements – the same extent as it were. Since there is
nothing to guarantee there are any sets, the next axiom assets the existence of the
empty set. Other axioms allow formation of new sets from old ones, such as union,
(unordered) pair, the power set, and replacement, which states that the image of a set
under a functional formula is again a set. The Axiom of Infinity builds a new set from
an existing one – the empty set: using the successor of a set A, s(A) = A[{A}, it asserts
that there is a set that contains the empty set as an element, and that also contains
the successor of any set that occurs as one of its elements. The natural numbers are
obtained by taking the intersection of all sets satisfying this Axiom, and this allows us
to define induction and arithmetic.
The two remaining axioms have a different character; they each limit ZF in one way
or another. The Axiom of Comprehension or Separation asserts that given a set A and
a property , there is a set B = {x 2 A | }. This is a limitation on the more general
assumption Gottlob Frege made, which was to assert that any property determines
a set, namely {x | }. Unfortunately, Russell showed this leads to a paradoxical set
X = {A | A 62 A} which satisfies X 2 X iff X 62 X.
The final axiom of ZF is the Foundation Axiom, F A, which asserts that every set
has among its elements a set that is disjoint from it: (8A)(9B 2 A) B \ A = ;. It earns
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it’s name because an equivalent formulation asserts that any descending membership
chain of sets X1 3 X2 3 · · · 3 Xn 3 Xn+1 3 · · · must be finite. The purpose of this
axiom
is to limit the sets in ZF to those that arise in the von Neumann Universe:
S
↵
↵2Ord P (;).

We have not included the Axiom of Choice (AC) in the discussion so far. It asserts that
any non-empty
set A all of whose members are non-empty admits a choice function:
S
f : A ! A satisfying f (B) 2 B for all B 2 A. Early on, the question was whether AC
was independent of the axioms of ZF. This is where Fraenkel-Mostowski Set Theory
(FM) comes in. Fraenkel’s original motivation for studying FM was to devise a model
of ZF where AC doesn’t hold, thus proving its independence. His approach required
adding some new elements to ZF – a set A of atoms or Urelemente as they are called.
Because they are atoms, each x 2 A represents a set that has no elements. ZFA denotes
ZF under the assumption that there isSthis set A of atoms added to the usual ZF sets.
The ZFA cumulative hierarchy V (A) = ↵2Ord V↵ (A) is defined by transfinite induction:
S
V0 (A) = A, V↵+1 (A) = A [ P(V↵ (A)), V↵ (A) = A [
<↵ V (A),

the last clause applying in case ↵ is a limit ordinal. One assumes the usual axioms
of ZF apply to this new theory, so ZFA is like ZF but with a whole family – A [ {;}
– of “empty sets”, only one of which is the “real empty set”. Note that standard ZF
sits within ZFA as the family of “pure sets” – those that don’t have any atoms in their
build-up.
Fraenkel then devised permutation models for ZFA that do not satisfy AC, which
can be done as follows.1 First note that each permutation ⇡ of A extends to an ✏automorphism of V (A) – i.e., one that satisfies ⇡(x) = {⇡(y) | y 2 x} for each set
x 2 V (A) – via transfinite recursion. We can further stipulate that functions f : X ! Y
between sets X, Y 2 V (A) are invariant by requiring ⇡(f (x)) = ⇡(f )(⇡(x)) for each
x 2 X (which is the same thing as requiring ⇡(f ) = ⇡ f ⇡ 1 ).
To define a permutation model, begin with a fixed group G of permutations of A
and then form a normal filter F of subgroups of G: i.e., F is closed under supergroups
(H  K  G and H 2 F imply K 2 F), finite intersections and conjugation (H 2
F, ⇡ 2 G imply ⇡ · H · ⇡ 1 2 F). An element x 2 V (A) is symmetric with respect to G
and F if G{x} = {⇡ 2 G | ⇡(x) = x} 2 F, and it is hereditarily symmetric if this also
holds for every set y 2 V (A) that appears in the construction of x. The permutation
model V (A, G, F) then consists of all hereditarily symmetric sets and atoms x 2 V (A).
It’s a simple exercise using ✏-induction to show that pure sets admit no non-trivial ✏automorphisms, so any pure set x satisfies G{x} = G, and hence all pure sets are in
V (A, G, F). It’s also straightforward to verify that V (A, G, F) is a model of ZF.
The basic Fraenkel model V (A, G, F) consists of a countably infinite set A of atoms,
the group G = Perm(A) of permutations of A, and F, the filter generated by all subgroups Fix(S) = {⇡ 2 G | ⇡|S = 1S }, for S ✓ A finite. Since Fix(S1 ) \ Fix(S2 ) =
Fix(S1 [ S2 ) and Fix(⇡(S)) = ⇡ Fix(S) ⇡ 1 , it follows that F consists of all subgroups
Fix(S) and their supergroups, for S ✓ A finite. This implies that x 2 V (A) is symmetric
iff x has finite support – i.e., there is some finite subset S ✓ A satisfying ⇡(x) = x for
all ⇡ 2 Fix(S).
The basic Fraenkel model fails to satisfy AC. Indeed, each atom x 2 A is symmetric
(with support S = {x}), as is any two-element set of atoms (which has empty support).
But no choice function with finite support can be symmetric. Indeed, if f is such a
1 In

the interests of full disclosure, Andy’s presentation contained an outline proof that ZFA models don’t
satisfy the Axiom of Choice, which he graciously allowed me to include in this introduction because he felt
it was a diversion from the main goal of his article. My discussion is adapted from [2,5].
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choice function, with finite support S, choose two elements x, y 2 A \ S and the permutation ⇡ that swaps x and y but leaves all other atoms fixed. If f is symmetric, then
⇡ leaves the support of f fixed, so ⇡(f ) = f . But then ⇡(f ({x, y})) = ⇡(f )(⇡({x, y})) =
⇡(f )({x, y}) = f ({x, y}), which is impossible since f ({x, y}) must be one of x or y, which
⇡ swaps.
Fraenkel’s permutation models have been applied in a number of other settings. In
fact, we haven’t mentioned Mostowski’s work. His contribution was to extend the application of FM to providing models to show other results are weaker than AC. For
example, Halpern and Lévy [3] use ideas from Mostowski’s work to give a model of
ZFA where the Boolean Prime Ideal Theorem holds but AC is false. Their result relies
on building a permutation model of ZFA with extra structure. It’s accomplished by assuming the set A of atoms satisfies A = (Q, ), the rationals with their usual dense
linear order. In the resulting model of ZFA they use this order structure on the atoms to
show every Boolean algebra in the resulting model has a prime ideal. But since they’re
working in ZFA, the argument given above shows that AC fails in this model. A remarkable offshoot of this work can be found in the paper of Blass [1], who showed the
Halpern and Lévy result is in fact the same as a result of Herer and Christensen [4]
that there exists an extremely amenable group with small open subgroups, that is,
there is a non-degenerate topological group G with a neighborhood basis of open subgroups that satisfies every action of G on a compact Hausdorff space has a fixed point.
Blass’s result requires a number of additional components – Ramsey theory makes an
appearance, for example, as one might guess from the fact that “partitions” is used in
the title. I recommend Blass’s article for those who are learning more about this area,
since it is very readable.
But back to this month’s article. We learn from Andy’s survey of nominal techniques
that the basic Fraenkel model also serves quite well as a model for locality in programming languages: Since the atoms in A have nothing inside, they can be used to model
variables, with the symmetry property providing a way to enforce locality.
REFERENCES
1. Andreas Blass. Partitions and permutation groups, Contemporary Mathematics 588 (20110¡ pp. 453–466.
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Nominal Techniques
Andrew Pitts, Computer Laboratory, University of Cambridge, UK

Programming languages abound with features making use of names in various ways. There is a mathematical foundation for the semantics of such features which uses groups of permutations of names and the
notion of the support of an object with respect to the action of such a group. The relevance of this kind of
mathematics for the semantics of names is perhaps not immediately obvious. That it is relevant and useful
has emerged over the last 15 years or so in a body of work that has acquired its own name: nominal techniques. At the same time, the application of these techniques has broadened from semantics to computation
theory in general. This article introduces the subject and is based upon a tutorial at LICS-ICALP 2015 [Pitts
2015a].

1. INTRODUCTION

What mathematical structures are appropriate for modelling locality? This question
concerns the syntax and semantics of programming language features for restricting
named resources to specific lexical scopes and hiding information about names outside
their scope. Here are three examples of such features:
• local variables in Algol-like languages, new X in hcommand i
• generativity + local declarations in ML-like languages, let x = refhval i in hexpi
• channel-name restriction in the ⇡-calculus, (⌫a)hprocessi

What mathematical or logical structures are needed for the semantics of these locality constructs? Is it the same in each case? I am sure the reader can think of many
similar questions, because the semantics of locality is of great importance to software
science. That this is so follows partly from the need to use compositional methods when
constructing large and complicated systems from more manageable parts. If the parts
involve names, then one has to have mechanisms for controlling accidental (or even
malicious) clashes of names when combining them into a whole. Explaining the semantics of such mechanisms involves answering a more fundamental question: what
does it mean for a mathematical structure (used in the semantics of programming
languages) to depend upon some names, or to be independent of some names?
A popular answer to that question involves explaining name-dependence in terms of
parameterization: structures that may depend upon a name are represented by functions mapping names to name-free structures. A nice aspect of this approach is that it
allows name-dependency to be subsumed by well-understood and widely applied logics
of functions, such as the typed -calculus. A not-so-nice aspect is that it forces dependency upon names to be completely explicit: if we are dealing with structures that may
depend on say 42 distinct names, then we use functions of 42 arguments. Later on we
may wish to use such a structure in a context with more distinct names, but to do
so we have to explicitly weaken 42-ary functions into functions of greater arity. The
book-keeping involved with such explicit weakening can be very irksome.
In contrast, nominal techniques provide a setting in which dependence of structures
upon names is implicit. They achieve this by representing name independence, rather
than dependence, in terms of invariance under symmetry, as I explain next.
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2. INDEPENDENCE VIA SYMMETRY INVARIANCE

Let Perm A denote the set of all finite permutations of a fixed, countably infinite set A.
I will call the elements of A atomic names, or just atoms, and write them as a, b, c, . . . .
The elements of Perm A are the bijections ⇡ from A to itself for which {a 2 A | ⇡ a 6=
a} is a finite set. The identity function idA is in Perm A; if ⇡ and ⇡ 0 are in Perm A,
then so is their composition ⇡ 0 ⇡; and so is the inverse function ⇡ 1 . Therefore we
get the structure of a group on Perm A. Among the very many things that are known
about this group, let me mention that every ⇡ 2 Perm A can be factored (non-uniquely)
as a composition of finitely many transpositions. The transposition (a b) is the finite
permutation of A that maps a to b, b to a and leaves all other atoms fixed.
If data is constructed in some way using names drawn from A, then it should be possible for finite permutations ⇡ 2 Perm A to act upon the data by replacing occurrences
of each atom a 2 A in a datum by the corresponding atom ⇡ a, thereby producing another datum. For example, if the data are abstract syntax trees of untyped -terms
using elements of A to name variables
t ::= a | a.t | t t

(a 2 A)

(1)

then the action of ⇡ 2 Perm A on a tree t produces another such, ⇡ · t, where
⇡·a = ⇡a
⇡ · ( a.t) = (⇡ a).(⇡ · t)
0

(2)

0

⇡ · (t t ) = (⇡ · t)(⇡ · t )

As another example, consider the set P A of all subsets of A. Finite permutations ⇡ 2
Perm A act upon subsets A 2 P A by
⇡ · A = {⇡ a | a 2 A}

(3)

There are many other examples, from all of which one abstracts the following definition.
Definition 2.1 (Action). An action of the group Perm A on a set X is a binary operation mapping each ⇡ 2 Perm A and x 2 X to an element ⇡ · x 2 X, satisfying
idA · x = x

for all x 2 X and ⇡, ⇡ 0 2 Perm A.

(⇡ 0 ⇡) · x = ⇡ 0 · (⇡ · x)

If a set X comes equipped with such an action, then we have a way of expressing the
fact that an element x 2 X only depends upon atoms in some particular subset A ✓ A
and no others: for in that case, if a permutation ⇡ leaves each a 2 A invariant (⇡ a = a),
then it should also leave x invariant (⇡ · x = x). This gives us the key concept upon
which nominal techniques depend:
Definition 2.2 (Support). For each A ✓ A, write PermA A for the subgroup of Perm A
consisting of finite permutations ⇡ satisfying (8a 2 A) ⇡ a = a. Suppose Perm A acts
upon a set X. A set of atoms A ✓ A supports an element x 2 X if ⇡ · x = x holds for all
⇡ 2 PermA A. The set X together with the action · is called a nominal set if for each
x 2 X there is a finite set of atoms that supports it with respect to the action.

Example 2.3 (The set ⇤ of -terms is a nominal set). The set of syntax trees of untyped -terms (1) is a nominal set when equipped with the action defined in (2). For
it is not to hard to see that each such tree is supported by the finite set of atoms that
occur anywhere in the tree (either as variables at its leafs, or as part of a -binder
at a node of the tree). A related and more interesting example is given by the set ⇤ of
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untyped -terms themselves, by which I mean ↵-equivalence classes of abstract syntax
trees. (See Section 4 if you are unfamiliar with the notion of ↵-equivalence.) The action
(2) respects ↵-equivalence and hence induces an action on ⇤. One can show that with
respect to that action, each -term is supported by its finite set of free variables (and
this is the smallest support set); see [Pitts 2013, Section 4.1].
On the other hand, the powerset P A equipped with the action defined in (3) is not a
nominal set. This is because we can partition A into two countably infinite subsets, A0
and A1 say. Neither subset, as an element of P A, is supported by a finite set of atoms
with respect to the action (3). This is because for any finite A ✓ A, both A0 A and
A1 A are non-empty; so picking a0 2 A0 A and a1 2 A1 A, the finite permutation
(a0 a1 ) transposing a0 and a1 is in PermA A, but satisfies (a0 a1 ) · Ai 6= Ai and hence
A does not support Ai . In fact the finitely supported elements of P A are precisely the
subsets A ✓ A that are either finite, or whose complement A A is finite; see [Pitts
2013, Proposition 2.9].
Definition 2.4 (Freshness relation). If X is a nominal set, then an atom a 2 A is
fresh for an element x 2 X if x is supported by some finite set of atoms A ✓ A with
a2
/ A. In this case we write a # x.
This relation of freshness is the symmetry-based notion of a mathematical structure
being independent of a name mentioned in the Introduction. To appreciate its usefulness we have to see some of the theory of nominal sets. As I discuss next, there are two
approaches to developing that theory.
3. SET THEORY OR CATEGORY THEORY?

The notion of support (Definition 2.2) goes back as least as far as its use in set theory
by Fraenkel and Mostowski to produce a model of ZFA (axioms for sets with atoms)
that does not satisfy the Axiom of Choice [Fraenkel 1922; Mostowski 1939]. The model
is the universe U of sets containing the elements of A as atoms and closed under taking
finitely
S supported subsets. More precisely it is the large nominal set that is the union
U = ↵2On U↵ of the ordinal-indexed sequence of nominal sets U↵ defined as follows.
The sequence starts with U0 = ;. At successor ordinals, U↵+1 consists of all atoms and
all subsets of U↵ that are finitely supported with respect to the action of Perm A on
subsets S ✓ U↵ given by
⇡ · S = {⇡ · x | x 2 S}

(4)

At limit ordinals, U consists of all elements of any U↵ with ↵ < . The action of Perm A
on elements of U is given by (4) if they are sets S and by ⇡ · a = ⇡ a if they are atoms
a. By construction every element has a finite support. This does not stop U satisfying
the ZFA axioms in the same way that the usual Von Neumann cumulative hierarchy
(starting from A) satisfies them. However, as Mike Mislove explains in his Preface to
this article, it does mean that U fails to satisfy the Axiom of Choice.
Gabbay and Pitts [2002] introduced the use of Fraenkel and Mostowski’s universe of
sets to develop a theory of freshness (Definition 2.4) and name abstraction (Section 5)
applied to recursion and induction for data modulo ↵-equivalence of bound names. The
survey of these kind of nominal techniques by Gabbay [2011] uses this set-theoretic
approach. So does the group in Warsaw [Bojańczyk et al. 2014] who are vigorously
applying more general nominal techniques to automata and computation theory (Section 7). However, I think that as well as set theory’s element-oriented view, it is useful
to use the morphism-oriented view afforded by category theory [MacLane 1971]. Before
explaining why I think that, let me describe what are the morphisms between nominal
sets.
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Definition 3.1 (Category of nominal sets). Nominal sets are the objects of a category Nom whose morphisms f : X ! Y are functions f from the underlying set
of X to the underlying set of Y that preserve the action of finite permutations:
(8⇡ 2 Perm A, x 2 X) f (⇡ · x) = ⇡ · (f x). Such functions are often called equivariant. The identity function is equivariant, as is the composition of two such functions.
So we get a concrete category with a forgetful functor to the category of sets.
There are at least two reasons why it is useful to develop a category-theoretic approach to some piece of mathematics:
(A) Equivalence of categories from different mathematical realms (or even just
functors between them) can allow techniques from one realm to be transferred
to another.
(B) Universal properties (adjoint functors) can be used to characterise a mathematical construction uniquely up to isomorphism and help to filter out its special properties from ones that are true just because of that category-theoretic characterisation.
In the case of nominal sets, regarding point (A), Nom has several equivalent formulations. Montanari and Pistore [2000] developed a notion of named set that has
been used for model-checking ⇡-calculus processes using HD-automata; it is reassuring that the category of named sets turns out to be equivalent to Nom [Gadducci et al.
2006; Staton 2007]. Nom is also equivalent to a well-understood Grothendieck topos,
the Schanuel topos; see Pitts [2013, Section 6.3]. The Schanuel topos is characterised
among Grothendieck toposes by possessing an object that is a generic model of the geometric theory [Vickers 1989] of an infinite, decidable object. Across the equivalence
with Nom, that object is simply the nominal set of names:
Definition 3.2 (Nominal set of names). A equipped with the Perm A action given by
application (⇡ · a = ⇡ a) is a nominal set. With respect to that action, each atom a
is supported by {a} and hence the freshness relation for this nominal set is just the
not-equal relation (a # b , a 6= b).

That Nom and A serve to classify infinite decidable objects in Grothendieck toposes
is an intriguing and suggestive fact that has not, so far, directly impacted the development of nominal techniques. However, topos theory is highly developed [Johnstone
2002] and provides a lot of useful tools connected with higher-order logic and type theory to apply to nominal sets. In particular it tells us that Nom is a cartesian closed
category. Since we need them later, let me describe products and exponentials in Nom.
Binary products in Nom are created by the forgetful functor to the category of sets.
Thus the underlying set of the product of X and Y is their cartesian product, X ⇥ Y =
{(x, y) | x 2 X ^y 2 Y }, and this has to be equipped with the action ⇡ ·(x, y) = (⇡ ·x, ⇡ ·y)
in order for the product projection functions to be equivariant; and furthermore z 2
Z. (f z, g z) : Z ! X ⇥ Y is equivariant when f and g are. With respect to this action,
(x, y) 2 X ⇥ Y is supported by A [ B if x 2 X is supported by A and y 2 Y is supported
by B; so X ⇥ Y is a nominal set.
Turning to exponentials in Nom, if X and Y are nominal sets, then the set Y X of all
functions from X to Y has a Perm A action given by
⇡ · f = x 2 X. ⇡ · (f (⇡

1

· x))

(⇡ 2 Perm A, f 2 Y X )

(5)

Not all functions are finitely supported with respect to this action, but if we cut down
to the subset
X

fs

Y = {f 2 Y X | f is finitely supported with respect to the action (5)}
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then, together with the above action, we get a nominal set. The application function
(f, x) 2 Y X ⇥ X. f x is equivariant and so gives a morphism (X fs Y ) ⇥ X ! Y in
Nom. It has the universal property required of an exponential for X and Y in Nom,
because currying an equivariant function Z ⇥ X ! Y yields an equivariant function
Z ! Y X that factors through the inclusion X fs Y ✓ Y X .
We know that (6) is a good notion of function space for nominal sets because, together with the application function, it satisfies the universal property of an exponential. That property not only determines it uniquely up to isomorphism, but also allows
one to interpret simply typed -calculus in Nom – a standard result that is valid for
any cartesian closed category [Lambek and Scott 1986]. This is a small and probably
familiar illustration of point (B) above. Another example of point (B), more specific to
nominal techniques, is given by the concept of name abstraction, described in Section 5.
Before finishing this section let me say that my answer to the question in its title is:
use both approaches, as appropriate.
4. PERMUTATION BEFORE SUBSTITUTION

The relation =↵ of ↵-equivalence between abstract syntax trees of untyped -terms (1)
has a very simple characterisation in terms of the action (2) of Perm A on such trees: it
is the binary relation inductively generated by the following three rules:
a =↵ a

t1 =↵ t01
t2 =↵ t02
t1 t2 =↵ t01 t02

(b a) · t =↵ (b a0 ) · t0
b # (a t a0 t0 )
a.t =↵ a0 .t0

(7)

The side-condition on the third rule refers to the freshness relation (Definition 2.4)
for the nominal set of abstract syntax trees; concretely it means that b is not equal
to either a or a0 and does not occur in either t or t0 . In that case the tree (b a) · t
obtained by swapping occurrences of b and a in t is the same as the tree obtained by
substituting b for all occurrences of a in t; and up to ↵-equivalence that is the same
as substituting b for all free occurrences of a. These observations form the basis of a
proof that the above, non-standard definition of =↵ coincides with the standard one
that is based on name substitution rather than name permutation [Barendregt 1984,
Definition 2.1.11]. Given that it is equivalent to the usual definition, why should one
care about this formulation in terms of permutations?
One reason for using permutation actions is because in the theory of programming
languages one deals with many different formal languages containing syntactic constructs with often quite complicated forms of name-binding and with many notions of
substitution. There is a simple and uniform action of Perm A on well-formed syntax
trees for any particular language, one which ignores any subtleties to do with binders.
(For the simple example of -terms, this is just the fact that a permutation is applied
uniformly to all the occurrences of names in a tree, be they free, binding or bound.) So
one can always define permutation action before having to worry about possibly tricky
notions of ↵-equivalence and substitution, and then use it to define those notions, much
as we did above for =↵ .
That is quite a syntactical reason for using permutations. An even more important
one has to do with semantics. The mathematical structures needed for a programming language semantics are sometimes finitary (for example, an operational semantics based upon finitary inductive definitions), but more often than not involve infinitary constructs such as function spaces or powersets (certainly for denotational semantics, but also for operational semantics involving coinductive definitions). Permutation
actions extend very simply to such infinitary structures. Mainly this is because permutations are bijections and hence have inverses, which can be used to simplify many
constructions. We have already seen an example of this in (5), where the permutation
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action on functions makes essential use of inverses of permutations. Exponentials for
permutation actions are relatively simple (elements of the exponential are just certain
kinds of function) compared with exponentials for substitution structures, which typically involve Kripke-style definitions (world-indexed families of functions) that have
their roots in the Yoneda Lemma for presheaf categories [Awodey 2010, Section 8.7].
Experience with nominal techniques over the last 15 years shows that taking name
permutations to be fundamental is very fruitful for programming language theory and
semantics. Here are some examples, the last one of which is considered in more detail
in the following two sections.
• It is natural to give operational semantics of nominal calculi such as the ⇡calculus [Milner et al. 1992] using inductive definitions of nominal sets [Pitts 2013,
Chapter 7]; see Gabbay [2003], Staton [2007] and Cimini et al. [2012], for example.
• Game semantics can be carried out in the category of nominal sets to produce fully
abstract, compositional semantics of some of the locality constructs mentioned at the
beginning of this article; see Murawski and Tzevelekos [2013], for example. More
conventional denotational semantics using partially ordered structures and topology can also usefully incorporate permutation actions; see Section 8. This involves
the notion of orbit finiteness discussed in Section 7.
• Names and the notion of name abstraction described in Section 5 have been incorporated into ML-style typed functional programming [Shinwell et al. 2003]. The patch
of OCaml (caml.inria.fr/ocaml/) by Shinwell [2005] has very nice pattern-matching
features for computing with data involving bound names while automatically respecting ↵-equivalence.
• There is a permutation-base unification theory for first-order terms involving name
binding operations, introduced by Urban et al. [2004]. This kind of nominal unification underlies extensions of first-order logic programming to treat terms modulo
↵-equivalence; the ↵Prolog language of Cheney and Urban [2008] is an example.
• Nominal unification is part of a broader topic of equational logic, and rewriting,
modulo ↵-equivalence; see for example the paper on Nominal Rewriting Systems by
Fernández et al. [2004], which won the PPDP most influential paper 10-year award
in 2014.
• Informal practice when it comes to bound names (such as Barendregt’s variable
convention [Barendregt 1984, 2.1.13]) seems to be captured rather well by the
formal recursion and induction principles that can be established for nominal inductive datatypes involving name abstraction [Pitts 2013, Chapter 8]. Evidence
for this is provided by Urban and Berghofer’s Nominal Package for Isabelle/HOL
(isabelle.in.tum.de/nominal/). See for example the paper on Nominal techniques in
Isabelle/HOL by Urban and Tasson [2005], which won a CADE Skolem Award in
2015.
5. ABSTRACTING NAMES

The third rule in (7) gives the essence of the notion of ↵-equivalence. It can be decoupled from the particular, inductive structure of syntax trees to yield a syntaxindependent definition that makes sense for any nominal set:
Definition 5.1 (Nominal set of name abstractions). Given a nominal set X, there is
an equivalence relation ⇠↵ on A ⇥ X given by
(a, x) ⇠↵ (a0 , x0 ) , (9b # (a, x, a0 , x0 )) (b a) · x = (b a0 ) · x0
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We write [A]X for the quotient set (A ⇥ X)/⇠↵ and haix for the ⇠↵ -equivalence class of
a pair (a, x). The relation ⇠↵ is equivariant
(a, x) ⇠↵ (a0 , x0 ) ) (⇡ a, ⇡ · x) ⇠↵ (⇡ a0 , ⇡ · x0 )

and therefore we get a well-defined Perm A action on [A]X satisfying ⇡ · haix = h⇡ ai(⇡ ·
x). If A ✓ A supports x in X, then one can show that A {a} supports the element
haix in [A]X with respect to this action [Pitts 2013, Proposition 4.5]. Therefore [A]X is
a nominal set and the freshness relation associated with it satisfies
b # haix , b = a _ b # x

(9)

([A]f ) haix , hai(f x)

(10)

X ⇤ A , {(x, a) 2 X ⇥ A | a # x}

(11)

X ⇤A!Y
==========
X ! [A]Y

(12)

@ : ([A]Y ) ⇤ A ! Y

(13)

([A]X) ! Y
===========
X ! RY

(14)

The mapping X 7! [A]X is the object part of a functor Nom ! Nom: if f 2
Nom(X, Y ), then we get [A]f 2 Nom([A]X, [A]Y ) well-defined by
and this operation on morphisms preserves composition and identities. This functor
has many nice properties. In particular, as explained in the next section, it can be
used to extend the usual initial algebra semantics of algebraic datatypes [Goguen
et al. 1977] to encompass the common situation where the datatype involves constructors that bind names and one wishes to quotient data by an appropriate notion of
↵-equivalence.
It turns out that the nominal set [A]X can be characterised category-theoretically as
a kind of affine linear function space from A to X in Nom: it is the value at X of the
right adjoint to a functor ⇤ A : Nom ! Nom given by the separated tensor product
which is a nominal set when endowed with the Perm A action ⇡ · (x, a) = (⇡ · x, ⇡ a). In
other words there is a natural bijection between sets of morphisms

mediated by the morphism
that concretes a name abstraction haiy at any atom b satisfying b # haiy to yield the element (haiy) @ b , (a b) · y. See Pitts [2013, Theorem 4.12] for a proof of this adjointness
property.
The atomic nature of the nominal set A of names manifests itself in the fact that the
right adjoint [A] : Nom ! Nom itself has a right adjoint:

where
R Y , {f 2 A

fs

Y | (8a 2 A) a # f a}

(15)

(see Pitts [2013, Theorem 4.13]). The adjointness property (14) gives a characterisation
of functions out of nominal sets of name abstractions that is very useful for recursion
and induction principles for data involving binding operations, as I explain next.
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6. NOMINAL ALGEBRAIC DATATYPES

Given a category C and a functor T : C ! C, recall that a T -algebra is an object D 2 C
equipped with a morphism i 2 C(T D, D). It is initial if
for any T -algebra f 2 C(T X, X),
there is a unique morphism fˆ 2 C(D, X)
satisfying f T fˆ = fˆ i

TD

T fˆ

(16)

f

i

✏
D

/TX

fˆ

✏
/X

This universal property determines (D, i) uniquely up to isomorphism and also implies
that i : T D ! D is itself an isomorphism. Furthermore, from the universal property
one can derive recursion principles for constructing morphisms out of D and induction
principles for proving properties of them. We have here another illustration of point (B)
in Section 3: initiality characterises D up to isomorphism; and for particular categories
C and functors T , one may be able to develop more easily applicable forms of recursion
and induction for the initial algebra.
Ordinary algebraic signatures give rise to functors T on C = Set that are sums of
products: one summand for each operation symbol in the signature and the number
of factors in a product equal to the number of arguments taken by the corresponding operation symbol. For the nominal version, one replaces the category of sets by
the category Nom and consider functors T : Nom ! Nom. Nominal algebraic signatures [Pitts 2013, Chapter 8] allow operation symbols that bind names in some of their
argument positions; and the functor T : Nom ! Nom corresponding to such a signature uses the name abstraction functor [A] where there is such a binding argument.
For example, the nominal algebraic signature corresponding to (1) yields the functor
T ( ) = A + ( ⇥ ) + ([A] ) : Nom ! Nom

(17)

For a proof of the following theorem, see Pitts [2013, Theorem 8.15].
T HEOREM 6.1. Functors T : Nom ! Nom derived from nominal algebraic signatures always have initial algebras; and those initial algebras can be constructed as sets
of abstract syntax trees for the signature quotiented by a form of ↵-equivalence automatically generated from the signature.
For example, the initial algebra for (17) is the nominal set ⇤ of -terms from Example 2.3. In this case the universal property (16) gives an iteration principle for constructing equivariant functions ⇤ ! X: given f1 2 Nom(A, X), f2 2 Nom(X ⇥ X, X)
and f3 2 Nom([A]X, X), there is a unique fˆ 2 Nom(⇤, X) satisfying for all a 2 A and
t, t0 2 ⇤
fˆ a = f1 a
fˆ(t t0 ) = f2 (fˆ t, fˆ t0 )

fˆ( a.t) = f3 (hai(fˆ t))
Instead of supplying a function f3 on name abstractions, in practice it is more convenient to use a function of (name,value)-pairs subject to a side-condition, the freshness
condition on binders (18), that comes from the right adjointness property (14). At the
same time one can derive a form of primitive recursion rather than iteration; and also
allow implicit dependence upon parameters by moving from equivariant to finitely
supported functions, that is, elements of exponential nominal sets (6). Combining all
these refinements, one arrives at the following principle of ↵-structural recursion for
-terms; see Pitts [2013, Theorem 8.17] for a proof.
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T HEOREM 6.2 (↵-S TRUCTURAL PRIMITIVE RECURSION FOR - TERMS). Let ⇤ denote the nominal set of -terms. For any nominal set X and finitely supported functions
f1 2 A fs X, f2 2 ⇤ ⇥ ⇤ ⇥ X ⇥ X fs X and f3 2 A ⇥ ⇤ ⇥ X fs X satisfying
(8a 2 A) a # (f1 , f2 , f3 ) ) (8t 2 ⇤, x 2 X) a # f3 (a, t, x)

there is a unique finitely supported function fˆ 2 ⇤
t, t0 2 ⇤

X satisfying for all a 2 A and

fs

fˆ a = f1 a

(19)

fˆ(t t ) = f2 (t, t , fˆ t, fˆ t )
a # (f1 , f2 , f3 ) ) fˆ( a.t) = f3 (a, t, fˆ t)
0

(18)

0

0

(20)
(21)

For example, given a0 2 A and t0 2 ⇤, the capture-avoiding substitution function
( )[t0 /a0 ] : ⇤ ! ⇤ is the fˆ for
f1 a , if a = a0 then t0 else a

f2 (t1 , t2 , t01 , t02 ) , t01 t02
f3 (a, t1 , t01 ) , a.t01
for which condition (18) holds, because a # a.t01 . See Pitts [2006] for further examples. That paper shows that the above notion of ↵-structural primitive recursion generalizes smoothly from -terms to any nominal algebraic signature, giving a version of
Gödel’s System T for nominal data types. Urban and Berghofer’s Nominal package for
Isabelle/HOL (isabelle.in.tum.de/nominal/) implements this, and more. It seems to be
a convenient formalisation of informal computational and proving practice to do with
identifying terms up to renaming of bound names.
Finally, I should mention that nominal techniques can usefully apply not only to
algebraic datatypes, but dually to coinductive datatypes; see Kurz et al. [2013], for
example.
7. FINITENESS MODULO SYMMETRY

Using symmetries to reduce the size of finite state spaces is an important technique
for software verification; see for example E. M. Clarke and Peled [2000, chapter 14].
For infinite state spaces, quotienting by symmetry may allow one to regain finiteness.
When the symmetries are given by name permutations, one has the following notion
of finiteness modulo symmetry:
Definition 7.1 (Orbit-finiteness). For each set X equipped with a Perm A-action
(Defintion 2.1), consider the equivalence relation ⇠ on the set X given by
x ⇠ y , (9⇡ 2 Perm A) ⇡ · x = y

(22)

The ⇠-equivalence classes are called the orbits of X and X is said to be orbit-finite
if there are only finitely many of them. We extend the definition to subsets and say
that a subset S ✓ X is orbit-finite if it is both finitely supported (with respect to the
Perm A-action (4) on subsets) and contained in a finite union of orbits of X. In this way
one can consider sets in Fraenkel and Mostowski’s cumulative hierarchy U (section 3)
that are orbit-finite in this sense. This notion of finiteness in U plays a central role
in the Warsaw group’s development of nominal computation theory [Bojańczyk et al.
2012; Bojańczyk et al. 2013; Bojańczyk et al. 2014].
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For example, for each n 2 N, the nominal set An of ordered n-tuples of names is
infinite, but is orbit-finite; there are as many orbits as there are equivalence relations
on the finite ordinal {0, . . . , n 1}. On the other hand the nominal set A⇤ of finite lists of
names is not orbit-finite, since the elements of any orbit must be lists of equal length.
Orbit-finiteness underlies the applications of nominal techniques to automata over
infinite alphabets. The work of Montanari and Pistore [2000] on HD-automata and
model-checking for ⇡-calculus processes pioneered the idea using the formalism of
named sets, which turns out to be equivalent to nominal sets [Gadducci et al. 2006;
Staton 2007], but better adapted for giving finite presentations. Orbit-finiteness is implicit in some of the work of Tzevelekos [2011] on fresh register automata, an automatatheoretic model of computation with fresh-name generation (which includes the finitememory automata of Kaminski and Francez [1994]). Studying languages of traces for
that form of computation led Gabbay and Ciancia [2011] to consider Kleene algebra in
this context; and this has recently been extended with a coalgebraic perspective [Kozen
et al. 2015]. As I mentioned above, orbit-finiteness is central to the work of the Warsaw group, which investigates what happens if one does computation theory inside the
Fraenkel-Mostowski universe replacing finite-state notions by orbit-finite ones. (In fact
they do more, by considering different notions of symmetry, as described in Section 9.)
This approach to computation theory is possible because orbit-finite subsets can be
presented in terms of finite information:
T HEOREM 7.2. Given a nominal set X, every orbit-finite subset of X is equal to
hullA F , {⇡ · x | ⇡ 2 PermA A ^ x 2 F }

(23)

for some finite subsets A ✓ A and F ✓ X. (Recall from Definition 2.2 that PermA A
denotes the subgroup of Perm A consisting of permutations ⇡ satisfying ⇡ a = a for all
a 2 A.)
This presentation, which enables calculation with orbit-finite subsets, was discovered
independently by Turner [2009], Gabbay [2009] and Bojańczyk et al. [2012] (in the
last case, in the greater generality considered in Section 9); for a proof see Pitts [2013,
Proposition 5.25].
Orbit-finite subsets generally have good closure properties, the notable exception
being lack of closure under powerset, which leads to a divergence between deterministic and non-deterministic forms of nominal computation compared with the classical
situation [Bojańczyk et al. 2013].
8. DOMAIN THEORY

Orbit-finite subsets also play an important role in the nominal version of Scott-Plotkin
style domains and denotational semantics. Turner and Winskel [2009] note that a
poset (X, v) in Nom has joins for all finitely supported chains iff it is uniform-directed
complete, which by definition means that it has joins for all directed subsets all of
whose elements are supported by a common finite subset of A. Lösch and Pitts [2014]
prove that the subsets which are compact with respect to uniform-directed joins are
precisely the orbit-finite ones, thus explaining the central position of orbit-finiteness
in this nominal domain theory.
There is a well-behaved domain theory based upon uniform-directed complete
nominal posets, including recursively defined domains constructed along traditional
lines [Abramsky and Jung 1994]; see Pitts [2013, Chapter 11]. In this setting one has
an operation on domains corresponding to name abstraction (Definition 5.1) and this
can be used to give denotational semantics for languages with features involving local
names. Turner and Winskel [2009] apply this to nominal process calculi. The earlier
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work of Shinwell and Pitts [2005] gives a denotational semantics for FreshML [Shinwell et al. 2003]. One tricky aspect of the name-abstraction domain construct is that
the name concretion operation (13) can be discontinuous; see Pitts [2013, Section 11.2].
However, it is continuous if the domain comes equipped with a notion of name restriction [Pitts 2013, Chapter 9]; this is automatically the case for domains of continuations,
which accounts for the continuation-passing style of denotational semantics employed
by Shinwell and Pitts [2005]. Domains with name restriction feature in the work of
Lösch [2014] and Lösch and Pitts [2014], whose main result is a full abstraction theorem in the style of Plotkin [1977] for the PCF language extended with a form of local
scoping for names due to Odersky [1994].
This nominal domain theory should support a version of Scott’s information systems [Scott 1982] and a domain theory in logical form [Abramsky 1991], but as far as
I know this has not been investigated. In this respect the work of Gabbay et al. [2011]
on Stone duality for nominal Boolean algebras with a freshness quantifier should be
relevant.
9. DIFFERENT SYMMETRIES

Recall from Definition 2.2 the central concept of nominal techniques: the notion of
support. The concept still makes sense, and is very useful, if one replaces the group
Perm A by some subgroup G. In other words, one considers a more restrictive notion
of symmetry than that given by arbitrary (finite) permutations of names. Bojańczyk
et al. [2012] consider three interesting examples:
• Equality: G is the whole of Perm A. This is the case we have considered so far. It is
called the equality symmetry because the only relations preserved by all permutations of A are equality and its complement. A variation on this symmetry is given
by partitioning A into countably many countably infinite subsets and taking G to
be the subgroup of Perm A consisting of permutations that map each subset back
into itself. This gives a version of nominal sets with many sorts of names, which is
useful for applications to programming language semantics, where one usually has
to consider several different syntactic categories of names.
• Linear order: identify the countably infinite set of names A with the set of rational
numbers and take G to be all order-preserving permutations.
• Graphs: take A to be the vertices of the Rado graph [Rado 1964] and G to be the
group of automorphisms of that graph.
The general pattern, of which these three are instances, is to take A to be the carrier
of the universal homogeneous structure (Fraı̈ssé limit) for a finite relational signature
and G to be the group of automorphisms with respect to the signature. The category
of finitely supported G-sets and equivariant functions (or if you prefer, the universe
of hereditarily finitely supported sets with respect to this symmetry) appears to have
many of the good properties enjoyed by Nom when it comes to nominal automata theory [Bojańczyk et al. 2014]. The extent to which it has forms of name abstraction like
those considered in Section 5 and Section 6 (and hence can be used to model locality
constructs when computing modulo G-symmetry) remains to be investigated.
10. CONSTRUCTIVE TYPE THEORY

Urban and Berghofer’s Nominal Package (isabelle.in.tum.de/nominal/) depends, in
part, upon a formalization of some of the mathematics mentioned in Sections 5 and
6 within the Isabelle/HOL implementation of Church’s typed higher-order logic. It
would be useful to provide similar facilities for theorem-proving systems such as Coq
(coq.inria.fr) and Agda (wiki.portal.chalmers.se/agda) that are based upon MartinLöf ’s constructive type theory and enhancements of it such as the Calculus of Inductive
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Constructions. To do so requires a suitably constructive version of the theory of nominal sets. At least one way in which the material in Pitts [2013] is not constructive is
that it makes extensive use of the support function suppX that assigns to each element
x of a nominal set X the smallest finite set suppX x of atoms that supports it. The definition of nominal set (Definition 2.2) asks that every x 2 X possesses some finite set of
atoms. From the existence of some such finite set one can prove the existence of a smallest one; see [Pitts 2013, (2.4)]. However, as Swan [2014, Section 1.2.1] points out, the
validity of that result in a constructive setting relies upon X having decidable equality
and it may fail when that is not the case. It seems that much of the theory of nominal
sets can be developed without relying upon the existence of smallest supports (with the
possible exception of the generalised form of name abstraction [Pitts 2013, Section 4.6]
that has proved useful in Fresh OCaml [Shinwell 2003]). There have been some experiments with constructive versions of nominal sets within Coq [Aydemir et al. 2007]
and Agda [www.cl.cam.ac.uk/⇠amp12/agda/choudhury/html/], but the analogue of the
Isabelle/HOL Nominal Package is still lacking.
Instead of developing the theory of nominal sets within an existing constructive
type theory, one can consider enhancing the type theory with features that are, more
or less, inspired by properties of dependent families of nominal sets. Like any topos,
the category of nominal sets models the extensional version of Martin-Löf ’s constructive type theory. Furthermore, its characteristically nominal features (such as name
abstraction and the freshness quantifier [Pitts 2013, Section 3.2]) have interesting,
dependently-typed versions. This was first investigated by Schöpp and Stark [Schöpp
and Stark 2004; Schöpp 2006] and more recently using the formalism of categories
with families [Dybjer 1996] by Pitts et al. [2015]. There are several proposals for nominal dependent type theories in the literature. Some are closely linked to properties of
families in Nom [Cheney 2012; Pitts et al. 2015], some loosely so [Fairweather et al.
2015] and some are more operationally motivated [Westbrook et al. 2009]. It remains
to be seen which, if any, will be useful in practice.
Finally, nominal techniques have recently been found useful in the study of Homotopy Type Theory [Univalent Foundations Program 2013] in connection with the
search for a model of Voevodsky’s axiom of univalence which has computational content. Bezem et al. [2014] introduce such a model, based on a category of presheaves
[Cop , Set], that is, Set-valued functors on the opposite of a certain category C. The
objects of C are finite subsets A of A, where one thinks of the elements of A as a finite number of named cartesian directions (axes); the morphisms A ! B between two
such finite subsets are functions f : B ! A ] {0, 1} satisfying (8b, b0 2 B) f b = f b0 2
/
{0, 1} ) b = b0 ; such morphisms compose in an evident fashion and there are identity
morphisms for that composition. The category [Cop , Set] contains a distinguished object I, given by the representable presheaf on any one-element subset of A, which acts
like an interval. The representable presheaf C( , A) on an n-element subset A 2 C is
isomorphic to I n and hence for each X 2 [Cop , Set], the set X(A) is in bijection with
[Cop , Set](I n , X), the n-cubes of X.
At first the nominal aspect of this description – using finite sets of atoms instead of
finite ordinals for the objects of C – might seem trivial. However, the nominal approach
allows the path space for an object X 2 [Cop , Set], that is the exponential X I , to be
described by a construction very like name abstraction (Definition 5.1) and to inherit
its good properties. Such path spaces are the (total spaces of) intensional identity types
once one restricts attention to Kan-fibrant objects in [Cop , Set]; see Bezem et al. [2014,
Section 8.2]. In fact path spaces are not just very like name-abstraction nominal sets,
they actually coincide with them over an equivalence of categories between [Cop , Set]
and a category of nominal sets equipped with a notion of substitution of 0 or 1 for
names. This equivalence was first noted by Staton in his study of equivalences between
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(pre)sheaf categories and nominal sets equipped with substitution structures [Staton
2007; 2010] and provides yet another illustration of point (A) in Section 3. In fact Pitts
[2015b] shows that [Cop , Set] is also equivalent to a category of finitely supported M sets for a certain monoid of substitution operations. The point of this way of describing
cubical sets is two-fold. First, a lot of the theory of group actions to do with support,
freshness and name abstraction extends to monoid-actions. Secondly, by choosing M
suitably one gets, up to equivalence, the latest and (so far) greatest cubical sets model
of homotopy type theory [Cohen et al. 2015].
11. CONCLUSION

I write this article from the UK. It is the first country to allocate research funding
based on its societal impact (www.ref.ac.uk). Leaving aside the question of whether
this is a Good or a Bad Thing (or somewhere in between), I think we can all agree
that it can take a long (possibly infinite) time for some great mathematical ideas to
have impact outside their own area of specialism. For example, the foundational work
of Abraham Fraenkel and Andrzej Mostowski on symmetric models of set theory took
place in Germany and Poland in the 1920s and 1930s. The nominal techniques in computer science that I have described in this article depend in part upon their work and
emerged about 15 years ago. To begin with, the emphasis was on program semantics
and understanding locality of resources. More recently a broader agenda of symmetryaware computation has emerged [Bojanczyk et al. 2014]. I hope this article has convinced you that work on nominal techniques is interesting and useful. But maybe it is
still too early to tell what will be the lasting impact of this work on computer science.
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REP

C ONFERENCE R EPORTS
JORGE A PÉREZ, University of Groningen, The Netherlands
j.a.perez@rug.nl

It will be my pleasure to edit the column on conference reports in the SIGLOG
newsletter. A distinguishing aspect of computer science with respect to other areas
is the prominent role that conferences, workshops, and professional meetings play in
scientific dissemination and interaction. Conferences closely related to SIGLOG are
highly reputed venues in the field. These include the ACM-IEEE Symposium on Logic
in Computer Science (LICS), the EACSL Conference on Computer Science Logic (CSL),
the International Colloquium on Automata, Languages and Programming (ICALP),
but also several others. Moreover, well-established conferences frequently host colocated satellite events which bear witness to the vitality of our community by addressing recent advances and trends. Given the impact and visibility that these scientific meetings have, it is only natural that the SIGLOG newsletter includes reports on
them.
As editor I will be pleased to receive your reports on conferences and meetings
broadly related to SIGLOG. I would like to receive reports describing the scientific
highlights of a given event, possibly describing those aspects which are hardly captured by the conference proceedings; for instance, conference reports that include details on the invited keynotes or on outstanding paper presentations are especially welcome. There is no strict format for reports; flexibility is certainly possible. Although
organizers typically make good candidates for writing reports, attendees to the different events—in particular, PhD students and young researchers—are encouraged to
send me their reports. Please feel free to contact me with your ideas and suggestions
for enriching this column or with the reports themselves.
As I first installment of the column, in this edition I report on an event very close
to my heart: the 12th International Colloquium on Theoretical Aspects of Computing
(ICTAC 2015), which took place in Cali (Colombia) last October.
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Report on ICTAC 2015: 12th International Colloquium on Theoretical
Aspects of Computing
Jorge A. Pérez, University of Groningen, The Netherlands

The 12th International Colloquium on Theoretical Aspects of Computing (ICTAC
2015) took place on October 29-31, 2015 in the campus of the Universidad Javeriana,
Cali, Colombia. The program chairs were Martin Leucker (University of Lübeck, Germany), Camilo Rueda (Universidad Javeriana Cali, Colombia), and Frank Valencia
(CNRS / École Polytechnique de Paris and Universidad Javeriana Cali, Colombia) who
was also the general chair of the conference.
Established in 2004, the ICTAC conference series aims at bringing together practitioners and researchers from academia, industry, and government to present research
results and exchange experiences and ideas. ICTAC also aims to promote cooperation
in research and education between participants and their institutions from developing
and industrial regions.
The city of Cali, where ICTAC 2015 took place, is the third largest city in Colombia
and the seat of six major universities in the country. The Universidad Javeriana, host
of the colloquium, has built a reputation on theoretical computer science through the
works of AVISPA, a research team established jointly with the Universidad del Valle,
also located in Cali.1 AVISPA also has several active members in the universities of
Cork (Ireland), École Polytechnique de Paris (France), Groningen (The Netherlands),
and Oxford (UK). The latter three institutions were co-organizers of this year’s ICTAC, which was also sponsored by Microsoft Research, INRIA, CNRS, CLEI, and the
Colombian Computation Society.
ICTAC 2015 was a very special event for several reasons. First, ICTAC 2015 was
the first international conference on theoretical computer science ever organized in
Colombia. It provided a unique opportunity for Colombian students and researchers
to interact with international scientists in a most pleasant environment. Second, ICTAC 2015 was actually a week-long research forum on theoretical computer science,
as the three-day conference was preceded by a summer school on theoretical aspects
of computing and by the 11th International Workshop on Developments in Computational Models (DCM 2015). Third, the conference and its co-located events were quite
well attended, with more than 80 registered participants (of which around 40 came
from abroad). Last but not least, the main conference, the summer school, and the colocated workshop gathered in total 12 distinguished guests from Europe, the USA, and
South America; an exceptional number under any standard.
The invited speakers for the main conference were Jean-Raymond Abrial (consultant, France), Volker Diekert (University of Stuttgart, Germany), César Muñoz (NASA
Langley, USA), Catuscia Palamidessi (INRIA and École Polytechnique, France), Davide Sangiorgi (INRIA and University of Bologna, Italy), Moshe Vardi (Rice University,
USA), and Glynn Winskel (University of Cambridge, UK). They all delivered excellent
talks, which were followed by active discussions among the participants.
Moshe’s talk opened the conference. It provided a very engaging description of the
rise, fall, and rise of logic in computer science. Jean-Raymond’s presentation was a
plea for the development of Mathematical Engineering, a new discipline devoted to
mechanisation of proofs with a deep mathematical context. Glynn presented an ambitious research program aimed at revisiting the semantic foundations of distributed
1 See

http://cic.javerianacali.edu.co/wiki/doku.php?id=grupos:avispa:avispa
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Fig. 1. Group photo after the city tour around Cali. Photo by Jean-Raymond Abrial.

systems building upon notions of games, probabilities, and strategies. Catuscia’s invited talk covered recent developments on the notion of differential privacy enhanced
with location-based mechanisms for user protection. Davide presented recent results
on enhancements of co-inductive proof techniques, with applications to models of concurrency such as process calculi. The final day of the conference started with César’s
invited talk, who described the way in which NASA uses formal methods to obtain
provable correct specifications and libraries for air traffic management routines, for
the case of unmanned aircraft systems. Volker delivered the last invited talk of the
conference, which presented automata-theoretic approaches to support methods used
in runtime verification. It is then fair to say that the seven invited presentations covered a rather wide spectrum of research challenges in formal aspects of computing.
Besides the number, variety and quality of the invited talks, another remarkable aspect of ICTAC 2015 was the consistently high quality of the contributed talks, which in
most cases triggered active discussions among participants. ICTAC 2015 attracted 93
paper submissions (a record number for the colloquium) from which 25 were selected.
The program also included presentations for short and tool papers. A significant number of these presentations was enthusiastically delivered by PhD students and young
researchers. During the conference it was announced that selected papers from ICTAC 2015 would be invited to a special issue of the journal Mathematical Structures
in Computer Science (Cambridge Journals).
As for the co-located events, the summer school on formal aspects of computing included the following four mini-courses, targeted at undergraduate and graduate stuACM SIGLOG News
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Fig. 2. Group photo after the conference. Photo by Universidad Javeriana Cali.

dents: “System Modelling and Formal Development with Event-B” by Jean-Raymond
Abrial (France); “Quantitative Aspects of Privacy” by Kostas Chatzikokolakis (CNRS
and École Polytechnique, France); “Runtime Verification” by Martin Leucker (University of Lübeck, Germany); and “Graphical Linear Algebra” by Pawel Sobocinski (University of Southampton, UK).
The program of DCM 2015 combined four contributed talks (covering topics such
as systems biology, category theory, concurrency theory, and bio-inspired computation)
and invited talks by Gilles Dowek (INRIA, France), Mauricio Ayala-Rincón (Universidade de Brasilia, Brazil), and Pawel Sobocinski (University of Southampton, UK).
Gilles described several attempts to describe the trajectories of bodies in Newtonian
mechanics, special relativity, and general relativity with cellular automata. Mauricio
discussed topics related to the formalization of confluence properties in the prototype
verification system (PVS). Finally, Pawel presented recent work on Petri Nets with
Boundaries (PNB), a compositional, graphical algebra of elementary net systems, an
important class of Petri nets.
Both the summer school and DCM 2015 featured high-quality talks and tutorials;
all presentations had a good audience and triggered interesting discussions.
The scientific program of ICTAC 2015 was pleasantly complemented by several social activities. Attendees to the summer school and the workshop had the chance of
joining a tour around the main touristic places in Cali. The social dinner of the event
included different typical dishes in Colombian gastronomy, put together in a contemporary fashion. Cali is widely known as the world capital of Salsa music, and so the social
dinner also included an exhibition of salsa dancers, which was widely appreciated by
the international participants. Furthermore, the last day of the conference included a
two-hour show by the “Carmen López Group” of the Universidad del Valle. Featuring
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live music, this show featured a very entertaining journey through Colombia’s different cultural traditions and folklore.
All in all, ICTAC 2015 was a resounding success both in scientific terms and in
organization. The local organization team, coordinated by Gloria Álvarez and Luisa
Rincón (Universidad Javeriana, Cali), did a superb job in seamlessly coordinating the
different events (summer school, workshop, and main conference).
During the conference, the ICTAC’s steering committee announced that ICTAC 2016
is to take place in Taiwan, organized by Augusto Sampaio (Federal University of Pernambuco, Brazil) and Farn Wang (National Taiwan University, Taiwan).
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CFP

A NNOUNCEMENTS
2016 SIGLOG Election Update
The Nominating Committee for the 2016 SIGLOG election has submitted the following
ballot to the ACM. The candidates are listed in the order they confirmed their participation with the committee. Information about the nomination procedure, including the
option to petition to be on the ballot, can be found at http://www.acm.org/sigs/elections/
pol proc/.
Vision statements from all the candidates will be collected and distributed to all
SIGLOG members early in 2016.
I wish to thank all those who have volunteered to be on the ballot. The enthusiasm
shown by the many who responded demonstrates that there is very strong interest in
SIGLOG and its future.
Respectfully submitted by Dale Miller, Chair of the Nominating Committee

— Chair
(1) Prakash Panangaden
(2) Prasad Sistla
(3) Simona Ronchi Della Rocca
(4) Frank de Boer
— Vice Chair
(1) Luke Ong
(2) Frank Pfenning
(3) Martin Hofmann
(4) Leszek Pacholski
(5) Veronique Cortier
— Treasurer
(1) Natarajan Shankar
(2) R. Ramanujam
(3) Vivek Nigam
(4) Amy Felty
— Secretary
(1) Alexandra Silva
(2) Elaine Pimentel
(3) Zakaria Chihani
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The 2016 Alonzo Church Award for Outstanding Contributions to
Logic and Computation – Call for Nominations
Deadline: March 1, 2016
Introduction

An annual award, called the Alonzo Church Award for Outstanding Contributions to Logic and Computation, was established in 2015 by the ACM Special
Interest Group for Logic and Computation (SIGLOG), the European Association
for Theoretical Computer Science (EATCS), the European Association for Computer Science Logic (EACSL), and the Kurt Gödel Society (KGS). The award is for
an outstanding contribution represented by a paper or by a small group of papers published within the past 25 years. This time span allows the lasting impact and depth of the contribution to have been established. The award can be
given to an individual, or to a group of individuals who have collaborated on
the research. For the rules governing this award, see http://siglog.hosting.acm.org/
the-alonzo-church-award-for-outstanding-contributions-to-logic-and-computation/
Eligibility and Nominations

The contribution must have appeared in a paper or papers published within the past
25 years. Thus, for the 2016 award, the cut-off date is January 1, 1991. When a paper
has appeared in a conference and then in a journal, the date of the journal publication
will determine the cut-off date. In addition, the contribution must not yet have received
recognition via a major award, such as the Turing Award, the Kanellakis Award, or the
Gödel Prize. (The nominee(s) may have received such awards for other contributions.)
While the contribution can consist of conference or journal papers, journal papers will
be given a preference.
Nominations for the 2016 award are now being solicited. The nominating letter must
summarize the contribution and make the case that it is fundamental and outstanding.
The nominating letter can have multiple co-signers. Self-nominations are excluded.
Nominations must include: a proposed citation (up to 25 words); a succinct (100-250
words) description of the contribution; and a detailed statement (not exceeding four
pages) to justify the nomination. Nominations may also be accompanied by supporting
letters and other evidence of worthiness.
Nominations are due by March 1, 2016, and should be submitted to vardi@cs.rice.
edu.
Presentation of the Award

The 2016 award will be presented at LICS, the flagship conference of SIGLOG. The
award will be accompanied by an invited lecture by the award winner, or by one of the
award winners. The awardee(s) will receive a certificate and a cash prize of USD 2,000.
If there are multiple awardees, this amount will be shared.
Award Committee

The 2016 Alonzo Church Award Committee consists of the following four members:
Catuscia Palamidessi, Gordon Plotkin, Wolfgang Thomas, and Moshe Vardi (chair).
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The Gödel Prize 2016 – Call for Nominations
Deadline: January 31, 2016

The Gödel Prize for outstanding papers in the area of theoretical computer science
is sponsored jointly by the European Association for Theoretical Computer Science
(EATCS) and the Association for Computing Machinery, Special Interest Group on Algorithms and Computation Theory (ACM SIGACT). The award is presented annually,
with the presentation taking place alternately at the International Colloquium on Automata, Languages, and Programming (ICALP) and the ACM Symposium on Theory
of Computing (STOC). The 24th Gödel Prize will be awarded at the 43rd International Colloquium on Automata, Languages and Programming, 11-15 July 2016 in Rome,
Italy.
The Prize is named in honor of Kurt Gödel in recognition of his major contributions
to mathematical logic and of his interest, discovered in a letter he wrote to John von
Neumann shortly before von Neumann’s death, in what has become the famous “P
versus NP” question.
The Prize includes an award of USD 5,000.
Award Committee. The winner of the Prize is selected by a committee of six members. The EATCS President and the SIGACT Chair each appoint three members to
the committee, to serve staggered three-year terms. The committee is chaired alternately by representatives of EATCS and SIGACT. The 2016 Award Committee consists
of Moses Charikar (Stanford University), Orna Kupferman (Hebrew University), Kurt
Mehlhorn (Max Planck Institute), Joseph Mitchell (State University of New York at
Stony Brook), Andrew Pitts (chair, University of Cambridge) and Madhu Sudan (Harvard University).
Eligibility. The 2016 Prize rules are given below and they supersede any different
interpretation of the generic rule to be found on websites of both SIGACT and EATCS.
Any research paper or series of papers by a single author or by a team of authors is
deemed eligible if
- the paper was published in a recognized refereed journal no later than December 31,
2015;
- the main results were not published (in either preliminary or final form) in a journal
or conference proceedings before January 1st, 2003.
The research work nominated for the award should be in the area of theoretical computer science. Nominations are encouraged from the broadest spectrum of the theoretical computer science community so as to ensure that potential award winning papers
are not overlooked. The Award Committee shall have the ultimate authority to decide
whether a particular paper is eligible for the Prize.
Nominations. Nominations for the award should be submitted by email to the Award
Committee Chair: Andrew.Pitts@cl.cam.ac.uk. Please make sure that the Subject line
of all nominations and related messages begin with Goedel Prize 2016. To be considered, nominations for the 2016 Prize must be received by January 31, 2016.
Any member of the scientific community can make nominations. The Award Committee may actively solicit nominations. A nomination should contain a brief summary
of the technical content of the paper(s) and a brief explanation of its significance. A
printable copy of the research paper or papers should accompany the nomination. The
nomination must state the date and venue of the first conference or workshop publication, or state that no such publication has occurred. The work may be in any language.
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However, if it is not in English, a more extended summary written in English should
be enclosed.
To be considered for the award, the paper or series of papers must be recommended by at least two individuals, either in the form of distinct nominations, or one nomination including recommendations from at least two different people. Additional
recommendations may also be enclosed and are generally useful. The Award Committee encourages recommendation and support letters to be mailed separately, without
being necessarily shared with the nominator(s). The rest of the nomination package
should be sent in a single email whenever possible. Those intending to submit a nomination should contact the Award Committee Chair by email well in advance. The
Chair will answer questions about eligibility, encourage coordination among different
nominators for the same paper(s), and also accept informal proposals of potential nominees or tentative offers to prepare formal nominations. The committee maintains a
database of past nominations for eligible papers, but fresh nominations for the same
papers (especially if they highlight new evidence of impact) are always welcome.
Selection Process. The Award Committee is free to use any other sources of information in addition to the ones mentioned above. It may split the award among multiple
papers, or declare no winner at all. All matters relating to the selection process left
unspecified in this document are left to the discretion of the Award Committee.
Recent Winners. (All winners since 1993 are listed at http://www.sigact.org/
Prizes/Godel/)
2015: Dan Spielman and Shang-Hua Teng, Nearly-linear time algorithms for graph
partitioning, graph sparsification, and solving linear systems, Proc. 36th ACM Symposium on Theory of Computing, pp. 81–90, 2004; Spectral sparsification of graphs, SIAM
J. Computing 40:981–1025, 2011; A local clustering algorithm for massive graphs and
its application to nearly linear time graph partitioning, SIAM J. Computing 42:1–26,
2013; Nearly linear time algorithms for preconditioning and solving symmetric, diagonally dominant linear systems, SIAM J. Matrix Anal. Appl. 35:835–885, 2014.
2014: Ronald Fagin, Amnon Lotem, and Moni Naor, Optimal Aggregation Algorithms
for Middleware, Journal of Computer and System Sciences 66(4): 614–656, 2003.
2013: Antoine Joux, A one round protocol for tripartite Diffie-Hellman, J. Cryptology
17(4): 263–276, 2004. Dan Boneh and Matthew K. Franklin, Identity-Based Encryption
from the Weil pairing, SIAM J. Comput. 32(3): 586–615, 2003.
2012: Elias Koutsoupias and Christos Papadimitriou, Worst-case equilibria, Computer Science Review 3(2): 65–69, 2009. Tim Roughgarden and Éva Tardos, How bad is
selfish routing?, Journal of the ACM 49(2): 236–259, 2002. Noam Nisan and Amir Ronen, Algorithmic mechanism design, Games and Economic Behavior 35(1–2): 166–196,
2001.
2011: Johan Håstad, Some optimal inapproximability results, Journal of the ACM
48: 798–859, 2001.
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ACM SIGLOG Announcement
* DEADLINES
Forthcoming Deadlines
* CALLS
MUNICH GRADUATE WORKSHOP IN MATHEMATICAL PHILOSOPHY 2016 - Call for papers
CMCS 2016 - Call for Papers
NMR 2016 - Call for Papers
CAV 2016 - Call for Papers
FSCD’16 - Call for papers
Elsevier Ad Hoc Networks Journal Special Issue - Call for papers
PHDS IN LOGIC VIII - Call for submissions
DISCOTEC 2016 - Second Call for Papers
ABZ 2016 - Call for Papers, Answers to the case study, Workshops, Tutorials
NFM 2016 - Call For Papers
CCC 2015 - Call for submission
QPL 2016 - Call for Papers
CCA 2016 - First
WoLLIC 2016 - Call for Papers
ILP2016 - Call For Papers
* JOB ANNOUNCEMENTS
MULTIPLE PHD POSITIONS IN INFORMATION SECURITY AT ETH ZURICH
PHD & POSTDOC POSITION AT JACOBS UNIVERSITY BREMEN
THIRTY-FIRST ANNUAL ACM/IEEE SYMPOSIUM ON LOGIC IN COMPUTER SCIENCE (LICS 2016)
Last call for papers
July 5-8, 2016, New York City, USA
http://lics.rwth-aachen.de/lics16/
* SCOPE
The LICS Symposium is an annual international forum on theoretical and
practical topics in computer science that relate to logic, broadly
construed. We invite submissions on topics that fit under that rubric.
Suggested, but not exclusive, topics of interest include: automata
theory, automated deduction, categorical models and logics,
concurrency and distributed computation, constraint programming,
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constructive mathematics, database theory, decision procedures,
description logics, domain theory, finite model theory, formal aspects
of program analysis, formal methods, foundations of computability,
higher-order logic, lambda and combinatory calculi, linear logic,
logic in artificial intelligence, logic programming, logical aspects
of bioinformatics, logical aspects of computational complexity,
logical aspects of quantum computation, logical frameworks, logics of
programs, modal and temporal logics, model checking, probabilistic
systems, process calculi, programming language semantics, proof
theory, real-time systems, reasoning about security and privacy,
rewriting, type systems and type theory, and verification.
* IMPORTANT DATES
Authors are required to submit a paper title and a short abstract of
about 100 words in advance of submitting the extended abstract of the
paper. The exact deadline time on these dates is given by anywhere on
earth (AoE).
- Titles and Short Abstracts Due:
January 11, 2016
- Full Papers Due:
January 18, 2016
- Author Feedback/Rebuttal Period: March 14-18, 2016
- Author Notification:
April 4, 2016
- Final Versions Due for Proceedings: May 2, 2016
Deadlines are firm; late submissions will not be considered. All
submissions will be electronic via
https://www.easychair.org/conferences/?conf=lics2016.
* SUBMISSION INSTRUCTIONS
Every full paper must be submitted in the ACM SIGPLAN Proceedings
2-column 10pt format and may not be longer than 10 pages, including
references. The LaTeX style file is available from the conference
website.
* KLEENE AWARD FOR BEST STUDENT PAPER
An award in honor of the late Stephen C. Kleene will be given for the
best student paper(s), as judged by the program committee.
* SPECIAL ISSUES
Full versions of up to three accepted papers, to be selected by the
program committee, will be invited for submission to the Journal of
the ACM. Additional selected papers will be invited to a special issue
of Logical Methods in Computer Science.
* SPONSORSHIP
The symposium is sponsored by ACM SIGLOG and the IEEE Technical
Committee on Mathematical Foundations of Computing, in cooperation
with the Association for Symbolic Logic and the European Association
for Theoretical Computer Science.
* PROGRAM COMMITTEE CHAIR
Natarajan Shankar, SRI International
* CONFERENCE CHAIR
Eric Koskinen, IBM Research
* WORKSHOP CHAIR
Patricia Bouyer-Decitre, CNRS & ENS Cachan
* PUBLICITY AND PROCEEDINGS CHAIR
Sam Staton, U. Oxford
* GENERAL CHAIR
Martin Grohe, RWTH Aachen University
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* LICS STEERING COMMITTEE
M. Abadi, R. Alur, P. Bouyer-Decitre, K. Chatterjee, M. Grohe,
M. Hasegawa, T. Henzinger, E. Koskinen, S. Kreutzer, O. Kupferman,
D. Miller, M. Mislove, L. Ong, C. Palamidessi, N. Shankar, A. Silva,
S. Staton, M. Vardi.

THE 2016 ALONZO CHURCH AWARD FOR OUTSTANDING CONTRIBUTIONS TO LOGIC AND COMPUT
Call for Nominations
* INTRODUCTION An annual award, called the Alonzo Church Award for
Outstanding Contributions to Logic and Computation, was established
in 2015 by the ACM Special Interest Group for Logic and Computation
(SIGLOG), the European Association for Theoretical Computer Science
(EATCS), the European Association for Computer Science Logic
(EACSL), and the Kurt Godel Society (KGS). The award is for an
outstanding contribution represented by a paper or by a small group
of papers published within the past 25 years. This time span allows
the lasting impact and depth of the contribution to have been
established. The award can be given to an individual, or to a group
of individuals who have collaborated on the research. For the rules
governing this award, see
http://siglog.hosting.acm.org/the-alonzo-church-award-for-outstanding-contributions-to-logic-and-computatio
* ELIGIBILITY AND NOMINATIONS The contribution must have appeared in a
paper or papers published within the past 25 years. Thus, for the
2016 award, the cut-off date is January 1, 1991. When a paper has
appeared in a conference and then in a journal, the date of the
journal publication will determine the cut-off date. In addition,
the contribution must not yet have received recognition via a major
award, such as the Turing Award, the Kanellakis Award, or the Godel
Prize. (The nominee(s) may have received such awards for other
contributions.) While the contribution can consist of conference or
journal papers, journal papers will be given a preference.
* NOMINATIONS for the 2016 award are now being solicited. The
nominating letter must summarize the con tribution and make the case
that it is fundamental and outstanding. The nominating letter can
have multiple co-signers. Self-nominations are excluded. Nominations
must include: a proposed citation (up to 25 words); a succinct
(100-250 words) description of the contribution; and a detailed
statement (not exceeding four pages) to justify the
nomination. Nominations may also be accompanied by supporting
letters and other evidence of worthiness.
* Nominations are due by March 1, 2016, and should be submitted to
vardi@cs.rice.edu.
* PRESENTATION OF THE AWARD The 2016 award will be presented at LICS,
the flagship conference of SIGLOG. The award will be accompanied by
an invited lecture by the award winner, or by one of the award
winners. The awardee(s) will receive a certificate and a cash prize
of USD 2,000. If there are multiple awardees, this amount will be
shared.
* AWARD COMMITTEE The 2016 Alonzo Church Award Committee consists of
the following four members: Catuscia Palamidessi, Gordon Plotkin,
Wolfgang Thomas, and Moshe Vardi (chair).
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THE GODEL PRIZE 2016 - CALL FOR NOMINATIONS
http://www.sigact.org/Prizes/Godel
* Deadline: January 31, 2016
* The Godel Prize for outstanding papers in the area of theoretical
computer science is sponsored jointly by the European Association for
Theoretical Computer Science (EATCS) and the Association for Computing
Machinery, Special Interest Group on Algorithms and Computation Theory
(ACM SIGACT). The award is presented annually, with the presentation
taking place alternately at the International Colloquium on Automata,
Languages, and Programming (ICALP) and the ACM Symposium on Theory of
Computing (STOC). The 24th Godel Prize will be awarded at the 43rd
International Colloquium on Automata, Languages and Programming, 11-15
July 2016 in Rome, Italy.
* AWARD COMMITTEE
The winner of the Prize is selected by a
committee of six members. The EATCS President and the SIGACT Chair
each appoint three members to the committee, to serve staggered
three-year terms. The committee is chaired alternately by
representatives of EATCS and SIGACT. The 2016 Award Committee consists
of Moses Charikar (Stanford University), Orna Kupferman (Hebrew
University), Kurt Mehlhorn (Max Planck Institute), Joseph Mitchell
(State University of New York at Stony Brook), Andrew Pitts (chair,
University of Cambridge) and Madhu Sudan (Harvard University).
* NOMINATIONS
Nominations for the award should be submitted by email to the Award
Committee Chair Andrew.Pitts@cl.cam.ac.uk. Please make sure that
the Subject line of all nominations and related messages begin with
”Goedel Prize 2016”. To be considered, nominations for the
2016 Prize must be received by January 31, 2016.
2016 SIGLOG ELECTION
(respectfully submitted by Dale Miller, Chair of the Nominating Committee)
* PROCEDURE
The Nominating Committee for the 2016 SIGLOG election has submitted
the following ballot to the ACM. The candidates are listed in the
order they confirmed their participation with the committee.
Information about the nomination procedure, including the option to
petition to be on the ballot, can be found at
http://www.acm.org/sigs/elections/pol˙proc/.
Vision statements from all the candidates will be collected and
distributed to all SIGLOG members early in 2016.
* MESSAGE
I wish to thank all those who have volunteered to be on the ballot.
The enthusiasm shown by the many who responded demonstrates that there
is very strong interest in SIGLOG and its future.
* CURRENT BALLOT
- Chair
1 Prakash Panangaden
2 Prasad Sistla
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3 Simona Ronchi Della Rocca
4 Frank de Boer
- Vice Chair
1 Luke Ong
2 Frank Pfenning
3 Martin Hofmann
4 Leszek Pacholski
5 Veronique Cortier
- Treasurer
1 Natarajan Shankar
2 R. Ramanujam
3 Vivek Nigam
4 Amy Felty
- Secretary
1 Alexandra Silva
2 Elaine Pimentel
3 Zakaria Chihani
ACM SIGLOG ANNOUNCEMENT
http://siglog.acm.org
* The ACM has recently chartered a Special Interest Group on Logic and
Computation (ACM SIGLOG). Its first Chair is Prakash Panangaden,
the other officers are Luke Ong (vice-Chair), Natarajan Shankar (Treasurer)
and Alexandra Silva (Secretary).
* The ACM-IEEE Symposium on Logic in Computer Science is the flagship
conference of SIGLOG. SIGLOG will also actively seek association agreements
with other conferences in the field. A SIGLOG newsletter (SIGLOG News)
is also published quarterly in an electronic format with community news,
technical columns, members’ feedback, conference reports, book reviews
and other items of interest to the community.
* One can join SIGLOG by visiting
https://campus.acm.org/public/qj/gensigqj/siglist/gensigqj˙siglist.cfm
It is possible to join SIGLOG without joining ACM (the SIGLOG membership
fee is $25 and $15 for students).
DATES
* Munich Graduate Workshop in Mathematical Philosophy
Call for papers
7-9 April 2016
http://www.graduateworkshop.philosophie.uni-muenchen.de/call-for-papers/index.html
Submission deadline: 3rd January, 2016
* CMCS 2016
Call for papers
April 2-3 2016, Eindhoven, the Netherlands
Abstract regular papers: 4 January 2016
Submission regular papers: 13 January 2016
http://www.coalg.org/cmcs16
* NMR 2016
April 22-24, 2016, Cape Town, South Africa
http://nmr2016.cs.uct.ac.za/
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Paper submission deadline: 28 January 2016
* CAV 2016
Call for Papers
July 17-23, 2016, Toronto, Ontario, Canada
http://i-cav.org/2016/
Abstract submission: January 17, 2016 (Sunday)
Paper submission: January 29, 2016 (Friday)
* FSCD’16
Call for Papers
June 22-26, 2016, Porto, Portugal
http://fscd2016.dcc.fc.up.pt/
Abstract submission due: 29 January 2016
* Elsevier Ad Hoc Networks Journal Special Issue
Call for Papers
Paper submission: January 30th, 2016
* PhDs in Logic VIII
Call for submissions
May 9-11, 2016, Darmstadt, Germany
http://www.mathematik.tu-darmstadt.de/fbereiche/logik/phdsinlogic2016/?site=home
Deadline for submissions: February 7, 2016
* DISCOTEC 2016
Second Call for Papers
June 6-9, 2016, Heraklion, Greece
http://2016.discotec.org/
Paper submission: February 8, 2016
* ABZ 2016
Research paper and answers to case study submission: January 15, 2016
Short paper submission: February 4, 2016
Tutorial proposal submissions: February 15, 2016
http://www.cdcc.faw.jku.at/ABZ2016/
* NFM 2016
Call For Papers
June 7-9 2016, McNamara Alumni Center, University of Minnesota
http://crisys.cs.umn.edu/nfm2016
paper submission deadline: 2/19/2016
* CCC 2015
Call for submission - postproceedings
Deadline for submission: 1 March 2016
* QPL 2016
Call for papers
June 6-10, 2016, University of Strathclyde, Glasgow, Scotland
http://qpl2016.cis.strath.ac.uk
Submission: March 13, 2016
* CCA 2016
First Call for Papers
June 15-17, 2016, Faro, Portugal
http://cca-net.de/cca2016/
Submission deadline: March 14, 2016 (two-page abstracts)
* WoLLIC 2016
Call for Papers
August 16th-19th, 2016, Puebla, Mexico
http://wollic.org.wollic2016/
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Mar 21, 2016: Full paper deadline
* ILP2016 - Call For Papers
Call For Papers
September 4th - 6th, 2016, London, UK
http://ilp16.doc.ic.ac.uk
Long paper submission: 13 May 2016
Short Paper submission: 24 July 2016
2ND MUNICH GRADUATE WORKSHOP IN MATHEMATICAL PHILOSOPHY
Call for papers and applications
7th-9th April 2016
http://www.graduateworkshop.philosophie.uni-muenchen.de/call-for-papers/index.html
* Formal Epistemology The Munich Center for Mathematical Philosophy
(MCMP) is organizing thesecond Munich Graduate Workshop in
Mathematical Philosophy, 7th-9th April 2016. The theme of this
year’s workshop is formal epistemology and we invite submissions
from masters and doctoral students interested in presenting a paper on
this topic.
* In addition to student presentations and keynote lectures, the
workshop will feature three workshops focused three areas in
formal epistemology at the forefront of contemporary research. The
themes of the working groups will be the foundations of imprecise
probability theory, philosophical logic, and the role of probabilistic
methods in contemporary cognitive psychology. See the program for more
details.
* The workshop is open to masters and doctoral students with interests
in formal epistemology. Applications are welcome from students whose
background is philosophy, computer science, statistics, and the
decision sciences. The conference language is English.
* Students wishing to present a paper should both complete a blinded
submission via easychair. See instructions on the conference webpage.
* DATES AND DEADLINES:
Submission deadline: 3rd January, 2016
Notification of acceptance: 20th January, 2016
Conference: 7th-9th April, 2016

13TH INTERNATIONAL WORKSHOP ON COALGEBRAIC METHODS IN COMPUTER SCIENCE (CMCS’
Call for papers
2-3 April 2016, Eindhoven, the Netherlands
http://www.coalg.org/cmcs16
* OBJECTIVES AND SCOPE
Established in 1998, the CMCS workshops aim to bring together researchers
with a common interest in the theory of coalgebras, their logics, and their
applications. As the workshop series strives to maintain breadth in its scope,
areas of interest include neighbouring fields as well. Topics of interest
include, but are not limited to, the following:
- The theory of coalgebras (including set theoretic and categorical
approaches)
- Coalgebras as computational and semantical models (for
programming languages, dynamical systems, term rewriting, etc.)
- Coalgebras in (functional, object-oriented, concurrent, and constraint)
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programming
- Model checking, theorem proving and deductive verification
using coalgebraic techniques
- Coalgebraic data types, type systems and
behavioural typing
- Proof principles and (coinductive) definitions for
coalgebras (e.g. with bisimulations or invariants)
- Coalgebras and algebras
- Coalgebraic specification and verification
- Coalgebras and (modal) logic
- Coalgebra and control theory (notably of discrete event
and hybrid systems)
- Coalgebra in quantum computing
- Coalgebra and game theory
- Tools exploiting colgebraic techniques
* VENUE AND EVENT
CMCS’16 will be held in Eindhoven, the Netherlands, co-located with ETAPS 2016 on
2 - 3 April 2016.
* IMPORTANT DATES
Abstract regular papers: 4 January 2016
Submission regular papers: 13 January 2016
* KEYNOTE SPEAKER
Jiri Adamek, Braunschweig University of Technology, Germany
* INVITED SPEAKERS
Andreas Abel, University of Gothenburg, Sweden
Filippo Bonchi, CNRS/ENS Lyon, France
* SPECIAL SESSION
There will be a special session on weighted automata, organized by
Borja Balle, Lancaster University, United Kingdom
Alexandra Silva, University College London, United Kingdom
* PC CHAIR
Ichiro Hasuo, University of Tokyo, Japan
16TH INTERNATIONAL WORKSHOP ON NON-MONOTONIC REASONING (NMR 2016)
Call for Papers
Co-located with KR 2016 (http://kr2016.cs.uct.ac.za/)
and DL 2016 (http://dl2016.cs.uct.ac.za/).
April 22-24, 2016, Cape Town, South Africa
http://nmr2016.cs.uct.ac.za/
* AIMS: NMR is the premier forum for results in the area of
Non-Monotonic Reasoning. Its aim is to bring together active
researchers in this broad field within knowledge representation and
reasoning (KR), including belief revision, uncertain reasoning,
reasoning about actions, planning, logic programming, preferences,
argumentation, causality, and many other related topics including
systems and applications.
* As a novelty, NMR 2016 will no longer have different tracks in order
to not force submissions and presentations into a strict
format. Instead, we would like to foster connections between the
different fields of nonmonotonic reasoning and provide a forum for
emerging topics. We especially invite papers on systems and
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applications, as well as position papers and papers addressing
benchmark issues.
* IMPORTANT DATES
- Paper submission deadline: 28 January 2016
(https://easychair.org/conferences/?conf=nmr2016)
- Notification of acceptance: 25 February 2016
- Camera-ready papers due: 15 March 2016
- Workshop: 22-24 April 2016
28TH INTERNATIONAL CONFERENCE ON COMPUTER AIDED VERIFICATION (CAV 2016)
Call for Papers
July 17-23, 2016, Toronto, Ontario, Canada
http://i-cav.org/2016/
* IMPORTANT DATES
All deadlines are 4pm EST.
Abstract submission:
January 17, 2016 (Sunday)
Paper submission:
January 29, 2016 (Friday)
Author response period: March 23-25, 2016 (Wednesday-Friday)
Author Notification:
April 15, 2016 (Friday)
Conference:
July 17-23, 2016
* SCOPE
CAV 2016 is the 28th in a series dedicated to the advancement of the theory and
practice of computer-aided formal analysis methods for hardware and software
systems. CAV considers it vital to continue spurring advances in hardware and
software verification while expanding to new domains such as biological systems
and computer security. The conference covers the spectrum from theoretical
results to concrete applications, with an emphasis on practical verification
tools and the algorithms and techniques that are needed for their
implementation. The proceedings of the conference will be published in the
Springer LNCS series. A selection of papers will be invited to a special issue
of Formal Methods in System Design and the Journal of the ACM.
* PAPER SUBMISSION
-- new this year: Double-blind submissions -Further information: http://i-cav.org/2016/
* CHAIRS
Swarat Chaudhuri, Rice University, USA
Azadeh Farzan, University of Toronto, Canada
* CAV Award Committee
Ahmed Bouajjani (Chair), Univ. Paris Diderot (Paris 7)
Tom Ball, Microsoft Research
Kim G. Larsen, Aalborg University
Natarajan Shankar, SRI International
* WORKSHOP CHAIR
Zachary Kincaid, University of Toronto, Canada
* ARTIFACT EVALUATION CHAIR
Aws Albarghouthi, University of Wisconsin, USA
* PUBLICITY CHAIR
Roopsha Samanta, IST, Austria

FIRST INTERNATIONAL CONFERENCE ON FORMAL STRUCTURES FOR COMPUTATION AND DEDU
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Call for Papers
June 22-26, 2016, Porto, Portugal
http://fscd2016.dcc.fc.up.pt/
* The FSCD conference series (http://fscdconference.org/) covers all
aspects of formal structures for computation and deduction from
theoretical foundations to applications. Building on two communities,
RTA (Rewriting Techniques and Applications) and TLCA (Typed Lambda
Calculi and Applications), FSCD embraces their core topics and broadens
their scope to closely related areas in logics, proof theory and new
emerging models of computation such as quantum computing and homotopy
type theory. The name of the new conference comes from an unpublished
but important book by Gerard Huet that strongly influenced many
researchers in the area.
* Suggested, but not exclusive, list of topics for submission are:
1. Calculi (Lambda calculus; Logics; Rewriting systems; Proof theory;
Type theory and logical frameworks; Homotopy type theory)
2. Methods in Computation and Deduction (Type systems; Induction,
coinduction; Matching; Unification; Completion; Orderings; Strategies;
Tree automata; Model building and model checking; Proof search;
Constraint solving and decision procedures)
3. Semantics (Operational semantics and abstract machines; Game Semantics
and applications; Domain theory and categorical models; Quantitative
models; Quantum computation and emerging models in computation)
4. Algorithmic Analysis and Transformations of Formal Systems (Type
Inference and type checking; Abstract Interpretation; Complexity
analysis and implicit computational complexity; Checking termination,
confluence, derivational complexity and related properties; Symbolic
computation)
5. Tools and Applications (Programming and proof environments;
Verification tools; Libraries for proof assistants and interactive
theorem provers; Case studies in proof assistants and interactive
theorem provers; Certifications; Applications of formal systems inside
and outside of CS)
* IMPORTANT DATES:
Abstract submission due: 29 January 2016;
Paper Submission: 5 February 2016;
Rebuttal: 21-23 March 2016;
Notification: 6 April 2016
* INVITED SPEAKERS
- Amal Ahmed (USA)
- Ichiro Hasuo (Japan)
- Gerard Huet (France)
- Tobias Nipkow (Germany)
* PROGRAM CHAIRS
- Delia Kesner (Univ. Paris-Diderot)
- Brigitte Pientka (McGill University)
fscd16@easychair.org
* SPECIAL ISSUE
After the conference, authors of selected papers will be invited to submit
extended versions of their work to a special issue published in the
open-access journal Logical Methods in Computer Science (LMCS).
* SATELLITE EVENTS
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The following meetings and workshops are colocated with FSCD 2016:
CL&C, DCM, HDRA, HOR, IFIP Working Group 1.6, ITRS, Linearity, LFMTP,
LSFA, UNIF, WPTE, WWV.
Performance Modeling and Analysis of Wireless Ad-Hoc and Sensor Networks
A Special Issue in Elsevier Ad Hoc Networks Journal
Call for Papers
http://www.journals.elsevier.com/ad-hoc-networks/call-for-papers/special
-issue-on-modeling-and-performance-evaluation-of-wire/
* IMPORTANT DATES
- Paper submission: January 30th, 2016
- First round notification: March 30th, 2016
- First round revision: April 30th, 2016
- Second round notification: June 30th, 2016
- Final papers: July 15th, 2016
* A primary aim of wireless ad-hoc networks is to deliver data in
areas where there is no pre-defined infrastructure. In these
networks, the users, but also the network entities can be
potentially mobile. Wireless ad-hoc networks have recently witnessed
their fastest growth period ever in history. Real wireless ad-hoc
networks are now implemented, deployed and tested, and this trend is
likely to increase in the future. However, as such networks are
increasingly complex, performance modeling and evaluation play a
crucial part in their design process to ensure their successful
deployment and exploitation in practice.
* This special issue on Modeling and Performance Evaluation of
Wireless Ad-Hoc Networks era aims to open a new critical debate on
the evaluation of wireless ad-hoc networks. In particular, we seek
original theoretical and/or practical contributions, from
researchers and practitioners that identify and address issues in
evaluating wireless ad-hoc networks.
* A detailed submission guideline is available as a Guide to Authors
at http://www.elsevier.com/locate/adhoc
* Editor in Chief
Ian Akyildiz, Georgia Institute of Technology
* Guest Editors
- Monica Aguilar Igartua, Universitat Politecnica de Catalunya
- Carolina Tripp Barba, Universidad Autonoma de Sinaloa
- Cristina Alcaraz Tello, University of Malaga
PHDS IN LOGIC VIII
Call for Submissions
May 9-11, 2016, Darmstadt, Germany
http://www.mathematik.tu-darmstadt.de/fbereiche/logik/phdsinlogic2016/?site=home
* ”PhDs in Logic” is an annual graduate conference organised by local
graduate students. This conference has an interdisciplinary character,
welcoming contributions to various topics in Mathematical Logic,
Philosophical Logic, and Logic in Computer Science. It involves tutorials
by established researchers as well as short presentations by PhD students
on their research.
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We are happy to announce that the next edition of ”PhDs in Logic” will
take place in Darmstadt, Germany, during May 9-11 2016, hosted by the
Logic research group of the Department of Mathematics, TU Darmstadt.
* Registration and abstract submission for interested PhD students are now
open. We welcome contributions from any general field of Logic.
* Important dates:
- February 7, 2016: deadline for submissions
- April 2, 2016: author notification
- April 30, 2016: registration closes
* Confirmed tutorial speakers are:
Mirna Dzamonja (University of East Anglia, UK)
Nina Gierasimczuk (University of Amsterdam, the Netherlands)
Ulrich Kohlenbach (TU Darmstadt, Germany)
Martin Otto (TU Darmstadt, Germany)

11th INTERNATIONAL FEDERATED CONFERENCE DISTRIBUTED COMPUTING TECHNIQUES (DISC
Second Call for Papers
June 6-9, 2016, Heraklion, Greece
http://2016.discotec.org/
Paper submission: February 8, 2016
* The DisCoTec series of federated conferences is one of the major
events sponsored by the International Federation for Information
processing (IFIP). The main conferences are:
- COORDINATION 2016: 18th IFIP International Conference on
Coordination Models and Languages
- DAIS 2016: 16th IFIP International Conference on
Distributed Applications and Interoperable Systems
- FORTE: 36th IFIP International Conference on Formal
Techniques for Distributed Objects, Components and Systems
* This year IFIP offers an award for the best paper of DisCoTec.
* Topics of interest for each conference can be found on the webpage.
* Important Dates:
- Abstract submission: February 1, 2016
- Paper submission: February 8, 2016
- Notification: March 21, 2016
- Camera-ready version: April 4, 2016
- Early registration: May 9, 2016
* Invited Speakers:
- Tim Harris (Oracle Labs, UK)
- Catuscia Palamidessi (INRIA, France)
- Vijay Saraswat (IBM Research, USA)
* Conference Chairs:
- General: Kostas Magoutis (University of Ioannina & ICS-FORTH, Greece)
- Publicity: George Baryannis (University of Huddersfield, UK)
- Workshops: Vincenzo Gulisano (Chalmers University of Technology, Sweden)
- COORDINATION PC: Alberto Lluch Lafuente (Technical University of Denmark, Denmark),
Jose Proenca, KU Leuven (Belgium and University of Minho, Portugal)
- DAIS PC: Evangelia Kalyvianaki (City University London, UK),
Mark Jelasity (University of Szeged, Hungary)
- FORTE PC: Elvira Albert (Complutense University of Madrid, Spain),
Ivan Lanese (University of Bologna/INRIA, Italy)
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5TH INTERNATIONAL ABZ 2014 CONFERENCE (ASM, Alloy, B, TLA, VDM, Z)
Call for Papers, Answers to the case study, Workshops, Tutorials
May 23-27, 2016
Linz, Austria
http://www.cdcc.faw.jku.at/ABZ2016/
* The ABZ conference is dedicated to the cross-fertilization of six related
state-based and machine-based formal methods, Abstract State Machines (ASM),
Alloy, B, TLA, VDM and Z. Contributions are solicited on all aspects of the
theory and applications of ASMs, Alloy, B, TLA, VDM, Z approaches in
software/hardware engineering, including the development of tools and
industrial applications.
* Types of submission:
-- Research papers: full papers of not more than 14 pages in LNCS format,
which have to be original, unpublished and not submitted elsewhere.
-- Short presentations of work in progress, and tool demonstrations. An
extended abstract of not more than 4 pages is expected and will be reviewed.
-- Answers to case study papers: full papers of not more than 14 pages in
LNCS format reporting on the experiments conducted with any of the state
based techniques in the scope of ABZ 2014.
-- Application in industry papers reporting on work or experiences on the
application of state based formal methods in industry. An extended abstract
of not more than 4 pages is expected and will be reviewed.
* Submission site: https://easychair.org/conferences/?conf=abz2016
* Important Dates:
Workshop proposal submission: October 16, 2015
Research paper, Answers to case study submission: January 15, 2016
Short and industry paper submission: February 4, 2016
Tutorial proposal submissions: February 15, 2016
Tutorial proposal notifications: March 14, 2016
* Detailed information can be found on the conference website
* Contact: Klaus-Dieter SCHEWE (klaus-dieter.schewe@scch.at)

THE 8TH NASA FORMAL METHODS SYMPOSIUM (NFM 2016)
Call For Papers
June 7-9 2016, McNamara Alumni Center, University of Minnesota
http://crisys.cs.umn.edu/nfm2016
* THEME OF THE SYMPOSIUM
The widespread use and increasing complexity of mission-critical and
safety-critical systems at NASA and the aerospace industry requires advanced
techniques that address their specification, design, verification, validation,
and certification requirements. The NASA Formal Methods Symposium is a forum
to foster collaboration between theoreticians and practitioners from NASA,
academia, and the industry, with the goal of identifying challenges and
providing solutions towards achieving assurance for such critical systems.
New developments and emerging applications like autonomous on-board software
for Unmanned Aerial Systems (UAS), UAS Traffic Management (UTM), advanced
separation assurance algorithms for aircraft, and the need for system-wide
fault detection, diagnosis, and prognostics provide new challenges for system
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specification, development, and verification approaches. Similar challenges
need to be addressed during development and deployment of on-board software
for spacecraft ranging from small and inexpensive CubeSat systems to manned
spacecraft like Orion, as well as for ground systems.
The focus of the symposium will be on formal techniques and other approaches
for software assurance, their theory, current capabilities and limitations,
as well as their potential application to aerospace, robotics, and other
NASA-relevant safety-critical systems during all stages of the software
life-cycle.
* TOPICS OF INTEREST
include but are not limited to
- Model checking
- Theorem proving
- SAT and SMT solving
- Symbolic execution
- Static analysis
- Model-based development
- Runtime verification
- Software and system testing
- Safety assurance
- Fault tolerance
- Compositional verification
- Security and intrusion detection
- Design for verification and correct-by-design techniques
- Techniques for scaling formal methods
- Applications of formal methods in the development of:
- autonomous systems
- safety-critical artificial intelligence systems
- cyber-physical, embedded, and hybrid systems
- fault-detection, diagnostics, and prognostics systems
- Use of formal methods in:
- assurance cases
- human-machine interaction analysis
- requirements generation, specification, and validation
- automated testing and verification
* IMPORTANT DATES
- Paper Submission: 2/19/2016
- Paper Notifications: 4/8/2016
- Camera-ready Papers: 4/27/2016
- Symposium:
6/7 - 6/9/2016
* ORGANIZING COMMITTEE
- Michael Lowry, NASA Ames Research Center, USA (NASA Liaison)
- Johann Schumann, SGT, Inc./NASA Ames Research Center, USA (General Chair)
- Oksana Tkachuk, SGT, Inc./NASA Ames Research Center, USA (PC Chair)
- Sanjai Rayadurgam, University of Minnesota, USA (PC Chair)
- Mike Whalen, University of Minnesota, USA (Financial Chair)
- Mats Heimdahl, University of Minnesota, USA (Local Arrangements Chair)

CONTINUITY, COMPUTABILITY, CONSTRUCTIVITY: FROM LOGIC TO ALGORITHMS 2015 (CCC 2015)
Call for submission - postproceedings
* After a further year of successful work in the EU-IRSES project
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COMPUTAL and an excellent workshop in Kochel (Germany) in September
this year, we are planning to publish a collection of papers
dedicated to the meeting and the project as a part of LOGICAL METHODS
IN COMPUTER SCIENCE. The issue should reflect progress made in
Computable Analysis and related areas, not only work in the project.
Submissions are welcome from all scientists and should be on topics
in the spectrum from logic to algorithms including, but not limited
to, Computable analysis Complexity of real number computations
Computing with continuous data Domain theory and analysis Randomness
and computable measure theory Models of computation with real numbers
Realizability theory and analysis Reverse analysis Exact real number
computation Program extraction in analysis.
* EDITORS:
Ulrich Berger (Swansea, UK)
Willem Fouche (UNISA, Pretoria)
Arno Pauly (Brussels, Belgium)
Dieter Spreen (Siegen, Germany)
Martin Ziegler (KAIST, South Korea)
* DEADLINE FOR SUBMISSION: 1 March 2016
If you intend to submit a paper, please send a corresponding email to
spreen@math.uni-siegen.de untill 1 February 2016
You will then receive concrete submission instructions and a
Special-Issue-Code allowing you to submit your paper for the special
issue.
THE 13TH INTERNATIONAL WORKSHOP ON QUANTUM PHYSICS AND LOGIC (QPL 2016)
Call for papers
June 6-10, 2016, University of Strathclyde, Glasgow, Scotland
http://qpl2016.cis.strath.ac.uk
Submission: March 13, 2016
* The 13th International Workshop on Quantum Physics and Logic (QPL)
will take place at the University of Strathclyde between Tuesday 7
and Friday 10 June, 2016. The workshop brings together researchers
working on mathematical foundations of quantum physics, quantum
computing, and related areas, with a focus on structural
perspectives and the use of logical tools, ordered algebraic and
category-theoretic structures, formal languages, semantical methods,
and other computer science techniques applied to the study of
physical behaviour in general.
* INVITED SPEAKERS
- Elham Kashefi (University of Edinburgh)
- Tom Leinster (University of Edinburgh, to be confirmed)
- Krysta Svore (Microsoft Research)
- Stephanie Wehner (Technical University Delft)
* PROGRAM CHAIRS
Ross Duncan (University of Strathclyde)
Chris Heunen (University of Edinburgh)
* SATELLITES
On Monday June 6 there will be tutorial lectures. More details will
be announced later.On Saturday June 11 there will be a satellite
workshop on ”Semantic spaces at the intersection of natural language
processing, physics, and cognitive science”. More details can be
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found at: https://www.sites.google.com/site/semspworkshop.
* IMPORTANT DATES
Submission: March 13, 2016
Notification: April 24
Papers ready: May 29
Tutorials: June 6
Workshop: June 7-10
* REGISTRATION AND SUPPORT
We encourage participation of graduate students and those with
caregiving responsibilities. We hope to be able to provide limited
financial support for travel and accommodations;
COMPUTABILITY AND COMPLEXITY IN ANALYSIS (CCA 2016)
First Call for Papers
June 15-17, 2016, Faro, Portugal
http://cca-net.de/cca2016/
Submission deadline: March 14, 2016 (two-page abstracts)
* Topics: computable analysis; complexity on real numbers;
constructive analysis; domain theory and analysis; theory of
representations; computable numbers, subsets and functions;
randomness and computable measure theory; models of computability on
real numbers; realizability theory and analysis; reverse analysis;
real number algorithms; implementation of exact real number
arithmetic.
* Detailed information can be found on the webpage.
23rd WORKSHOP ON LOGIC, LANGUAGE, INFORMATION AND COMPUTATION (WoLLIC 2016)
Call for Papers
August 16th-19th, 2016, Puebla, Mexico
http://wollic.org.wollic2016/
* WoLLIC is an annual international forum on inter-disciplinary
research involving formal logic, computing and programming theory,
and natural language and reasoning. Each meeting includes invited
talks and tutorials as well as contributed papers.
* Contributions are invited on all pertinent subjects, with particular
interest in cross-disciplinary topics. Typical but not exclusive
areas of interest are: foundations of computing and programming;
novel computation models and paradigms; broad notions of proof and
belief; proof mining, type theory, effective learnability; formal
methods in software and hardware development; logical approach to
natural language and reasoning; logics of programs, actions and
resources; foundational aspects of information organization, search,
flow, sharing, and protection; foundations of mathematics;
philosophical logic. * IMPORTANT DATES: Mar 14, 2016: Paper title
and abstract deadline Mar 21, 2016: Full paper deadline, Apr 22,
2016: Author notification May 6, 2016: Final version deadline
(firm).
THE 26TH INTERNATIONAL CONFERENCE ON INDUCTIVE LOGIC PROGRAMMING (ILP2016)
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Call For Papers
September 4th - 6th, 2016, London, UK
http://ilp16.doc.ic.ac.uk
* AIMS: The ILP conference series is the premier international forum
for learning from structured relational data. Originally focusing on
the induction of logic programs, over the years it has expanded its
research horizon significantly and welcomes contributions to all
aspects of learning in logic, multi-relational data mining,
statistical relational learning, graph and tree mining, learning in
other (non-propositional) logic-based knowledge representation
frameworks, exploring intersections to statistical learning and
other probabilistic approaches.
* TOPICS OF INTEREST include:
- Theoretical aspects: logical-foundations of learning;
- computational/statistical learning theory; specialisation and
- generalisation; probabilistic logic-based learning; graph and tree
- mining. Representation and languages for learning: logic
- programming; Datalog;first-order logic; description logic and
- ontologies; higher-order logic; Answer Set Programming;
- probabilistic logic languages; constraint logic programming;
- knowledge graphs. Algorithms and systems: learning with
- (semi-)structured data; (semi-)supervised and unsupervised
- relational learning; relational reinforcement learning; predicate
- invention; propositionalisation approaches; multi-instance learning;
- learning in the presence of uncertainty; meta-level learning.
- Applications of learning in: art; bioinformatics; systems biology;
- games; medical informatics; robotics; natural language processing;
- web-mining; software engineering; modelling and adaptation of
- control systems; socio-technical systems.
In addition to the above topics, ILP 2016 is also encouraging
contributions in the areas of cognitive technologies, knowledge
acquisition from big data, the cloud and crowd sourced data, deep
relational learning, as well as contributions on the application of
any of these solutions to real world problems.
The conference will host keynote talks from both industry and academia
and will run the first International ILP Competition.
* Submission guidlines: please see the conference website
* IMPORTANT DATES:
- Abstract registration:
7 May 2016
- Long paper submission:
13 May 2016
- Long Paper notification: 26 June 2016
- Short Paper submission: 24 July 2016
- Short Paper notification: 28 July 2016
* We expect there will be a special issue of the Machine Learning
Journal following the conference, which will be open for
everyone. This special issue will welcome conference submissions
from all three categories, which should be significantly revised and
extended, to meet the MLJ criteria, and will be re-reviewed by PC
members.
* CONFERENCE AND PROGRAM CO-CHAIRS:
- Alessandra Russo, Imperial College London UK
- James Cussens, University of York, UK
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* ILP COMPETITION CHAIR;
Mark Law, Imperial College London, UK
* PUBLICITY CHAIR:
Krysia Broda, Imperial College London, UK
* ASSOCIATED EVENT:
3rd International Workshop on Probabilistic Logic Programming
MULTIPLE PHD POSITIONS IN INFORMATION SECURITY AT ETH ZURICH
* The Institute of Information Security headed by Prof. David Basin at
ETH Zurich has multiple open positions for PhD students on research
projects in the area of formal methods for information security. We
are looking for enthusiastic outstanding Computer Science or
Mathematics students with a strong background in at least two of the
following topics: formal methods (or mathematical logic),
probability theory and statistics, cryptography, and information
security. Experience in formal software development by refinement,
with an interactive theorem prover, or security protocols will be
advantageous.
* PhD students are paid employees of ETH Zurich. Salary and employment
conditions are attractive. Zurich is a diverse and multicultural
city which is consistently rated among the best cities in the world
in which to live. ETH Zurich regulations require PhD students to
hold a Masters or equivalent degree (e.g., Diplom). All candidates
matching the profile above are encouraged to apply as soon as
possible. We will process applications until all positions are
filled. Successful candidates are expected to start soon after
acceptance, but the starting date is negotiable. Applications should
include a CV, brief description of research interests, transcripts
of grades, letters of recommendation from teachers or employers,
and, if possible, the Master’s or Bachelor’s thesis and
publications.
* Applications and inquiries should be sent to Sasa Radomirovic at the
following email address: infsec.positions@inf.ethz.ch
PHD & POSTDOC POSITION AT JACOBS UNIVERSITY BREMEN
* Jacobs University Bremen is a private, English-speaking research university
in Germany. The KWARC group conducts research on the representation and
management of formal and informal knowledge in the STEM disciplines
(Science, Technology, Engineering, and Mathematics).
Our interests cover the whole range from formal to informal knowledge
and include
- logics and foundations of mathematics
- formalizing/verifying knowledge
- informal and semi-formal documents (specifications, papers, webpages, etc.)
- domain-specific applications (spreadsheets, CAD, etc.)
- knowledge management (search, user interfaces, system integration, etc.)
We build systems that cover these diverse areas uniformly and integrate across
domains, languagues, and tools, always combinng logical correctness,
wide-range applicability, and large-scale inter-operability.
* DETAIS & POSSIBLE TOPICS
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http://www.jacobs-university.de/jobs/phd-and-postdoc-positions-kwarc-group
* CONTACT DETAILS & APPLICATIONS
For further information and enquiries about this post please contact
Prof. Michael Kohlhase ¡m.kohlhase@jacobs-university.de¿
Applications (including the usual documents) should be directed to the same
email address.
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